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In aeronautics, a VOR 
is an essential element for 

navigation. 

The routes followed by the aircraft to go 
from an origin to a destination are defined by 
specific signal emitters that help the pilot to 

follow the correct course. 

The roads are virtual: you have to go 
from one VOR to another to define 

the route.
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VOR is a platform for dialogue, discussion, case studies,  
displays and interventions exploring and highlighting 
the role of creativity in rethinking and redefining 
complex, imminent issues. The VOR format provides 
an intense, unique experience through a divergent/
convergent conversation from which new paths  
for research and action emerge.

The topic of VOR 2017 is “Superintelligence”; the two previous 
editions addressed innovation through the pairing of seemingly 
unrelated disciplines “Unusual Couples” (2015) and the quest  
for systemic solutions “New Routes to Innovation” (2014).

The organizers of VOR 2017 are CENTRO, Endeavor and  
México en Movimiento. The collaboration between three such 
different institutions an educational laboratory, a catalyst for 
entrepreneurship and a social movement of young Mexican leaders 
is an indicator of the inclusive and cross-disciplinary character 
of the event.

The audience consists of 450 inquisitive minds from a wide variety  
of fields. The event is live streamed.

“By a “superintelligence” we mean  
an intellect that is much smarter than the 

best human brains in practically every field,  
including scientific creativity, general wisdom  

and social skills. This definition leaves open how  
the superintelligence is implemented: it could be 

a digital computer, an ensemble of networked 
computers, cultured cortical tissue or what have you.  

It also leaves open whether the superintelligence 
is conscious and has subjective experiences.” 

Nick Bostrom
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When we decided – together with Endeavor, 
México en Movimiento and Universia Santander – 
to make “Superintelligence” the central theme for 
VOR [2017], we had some very specific questions 
in mind: What is the reach of artificial intelligence 
in knowledge networks? How does artificial intelligence 
make an impact on education, art and innovation 
in society? Where do we want superintelligences 
to fit into our human experience?

To explore these questions further, we invited 
researchers and experts who see superintelligences 
as both raw material and object of knowledge; in a series
of thought-provoking presentation and dialogues,
these experts put to the test firmly entrenched stereotypes 
and beliefs about the human-machine relationship and 
its various dilemmas, threats, and benefits.

A surprising outcome of the VOR conservations was 
the shift in focus from AI to the human beings who have 
designed, created and transformed it. An overarching 
conclusion of this year’s VOR, and one sure to generate 
further debate, is that to understand the many complex 
aspects and phenomena of “intelligent” machines we 
must turn our attention toward the people behind them, 
and examine our own biases and values.

Introduction
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The title comes from a short story, written in 1950 by Roald 
Dahl, about a man who invented a machine that could 
write stories, and that eventually put all of the authors in the 
world out of business. Now, this is not something I believe 
is going to happen—it’s not one of my concerns—but as we 
get better at artificial intelligence (AI), we begin to wonder if 
there’s a more optimistic view of looking at why we should 
be using AI, and why we should be using it to read and 
write stories.

In the last couple of years, we’ve seen amazing things hap-
pening out in the real world, out of the labs, and in the compa-
nies that are implementing AI. We’re currently experiencing 
a machine-learning renaissance: things are starting to work 
the way we were hoping they would work. Machine learn-
ing is a version of AI involving the automated discovery of 
patterns in data, and then acting on those patterns to do 
interesting and useful things. The reason why we’re having 

Mark Riedl | 
“The Great Automatic 
Grammatizator” (R. Dahl).

this renaissance right now is largely because of two things: 
we have more access to data (primarily through the internet 
but also through other means), and also because of what I call 
“big iron”—we just have bigger and better computers, cloud 
computing and so on, meaning that AI is beginning to work 
in lots of different domains.

For a long time, language has been very difficult for ma-
chines to reason about, and this is largely because of se-
mantics: words are more than just strings of letters, they 
have meaning to us. Those meanings can sometimes be 
complicated and nuanced, and we can manipulate those 
meanings in lots of interesting ways to create irony, meta-
phor, sarcasm, and humor, for example.

It’s very easy for humans to categorize different words 
that are related in particular ways to you and the way you 
think about the world, but for a long time this has been 

very difficult for computers, because they lack the ability 
to figure out what these semantics are. But what AI is very 
good at doing, is math. We have now figured out how to 
turn semantics into math, creating a way forward for deal-
ing with language technologies. To show this math, using 
simple geometry we can show a three-dimensional space, 
with certain words placed at a point in that space. By plot-
ting words on a 3D chart with X, Y, and Z axes, and labeling 
different points as different words, we can create lines from 
the origin, called vectors. If we can configure all the points 
in space in just the right way, we can do some really inter-
esting things with math, using mappings that to us humans 
make sense. But how are we going to configure this space? 
How do we figure those semantic mappings of words into 
a mathematical geometric space? This is where we have 
turned to things like neural nets—the go-to technology that 
we see out in the real world right now.

To explain how this works, but without going into a lot of de-
tail, we start with words and we don’t know what these words 
mean to a computer. If we take all the words in our language 
and line them up randomly in a big row. We can then convert 
each one of these words into a number, [and this has helped 
us devise a way] to essentially learn the semantics, in a math-
ematical sense, of our entire language—and this is what has 
been making the language technologies we see out there 
work. Some of the most successful of these technologies 
is language-to-language translation, and we are also doing 
better with word search and web search. Of course, these 

things do fail. Sometimes we find mappings that are not the 
ones we want, and sometimes these things don’t work for 
languages that we have less data for, but we are seeing great 
amounts of success in these sorts of technologies.

But to get back to this notion of storytelling. Stories involve 
long, coherent sequences of sentences—not just word-to-
word, sentence-to-sentence texts. Take a simple question 
like, “What did you do for Valentine’s Day?” You’ll probably 
tell a story. Maybe you went out for a nice dinner or a ro-
mantic walk. What did I do on Valentine’s Day? I went to 
the airport and caught an airplane to Mexico City. Now let 
me ask you another question, “Was my wife happy?” You 
probably know the answer. But how do you know? Nothing 
in the story I just told you had anything to do with my wife, 
but you can make inferences about the story, because you 
know things about the way the world works. This is the chal-
lenge of storytelling.

We as humans use stories to convey information every single 
day, many times a day. We use them also to entertain, to edu-
cate, to train, and so on, and then we can make inferences 
about the stories we tell. This is an efficient way of commu-
nicating information that people can then take and do addi-
tional reasoning and inference on. At Georgia Tech we have 
been looking at a lot of what we call “narrative intelligence,” 
because narrative is a fundamental reason by which we or-
ganize, understand, and explain the world. It’s about con-
text. It’s about how events, stories, and sentences all relate to 
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each other over long periods of time, as opposed to a single 
sentence or a single word at a single time.

In my work, I’ve been working on how to instill narrative 
intelligence into computational systems. What can we do 
with that? We can make computers entertain us better, train 
us better, teach us better, and communicate with us in more 
natural ways. Stories are such an important aspect of the 
human experience that these computer systems are going 
to be able to talk to us better, in ways that we are more 
familiar with, and they are going to seem less alien to us. 
They are also going to understand what we tell them, what 
we do on a day-to-day basis, and they can respond to us 
in more naturalistic sorts of ways. The following examples 
show what we might be able to do, and what we are start-
ing to be able to do, once we understand context, when we 
understand language in terms of stories.

example, the question has nothing to do with what is actual-
ly in the sentence, but it is something that a human should 
be able to answer, and a computer should also be able to 
answer, due to something called “commonsense reason-
ing.” We understand how the world works. We understand 
what people do traditionally when they go to restaurants, 
and so we can fill in the gaps. We can fill in the missing 
details of what we know. But common sense is currently 
largely missing from artificial intelligence systems, as they 
don’t live in the world with us; they don’t understand what 
we do on a day-to-day basis.

We can now flip the coin over to the opposite side of story 
understanding: story generation. We can get computers to 
tell us new stories, maybe to entertain us, maybe to teach 
us, maybe to help us grasp the world through news and 
journalism. Here is a story generated by one of my systems 
about a boy and a girl who go on a date: 
 

With sweaty palms and heart racing, John drove to 
Sally’s house for their first date. Sally, her pretty white 
dress flowing in the wind, carefully entered John’s car. 
John and Sally drove to the movie theater. John and 
Sally parked the car in the parking lot. Wanting to feel 

prepared, John had already bought tickets to the movie 
in advance. A pale-faced usher stood before the door; 
John showed the tickets and the couple entered. Sally 
was thirsty so John hurried to buy drinks before the 
movie started. John and Sally found two good seats 
near the back. John sat down and raised the arm rest 
so that he and Sally could snuggle. John paid more 
attention to Sally while the movie rolled and nervously 
sipped his drink. Finally working up the courage to do 
so, John extended his arm to embrace Sally. He was 
relieved and ecstatic to feel her move closer to him 
in response. Sally stood up to use the restroom dur-
ing the movie, smiling coyly at John before that exit. 
John and Sally also held hands throughout the mov-
ie, even though John’s hands were sweaty. John and 
Sally slowly got up from their seats. Still holding hands, 
John walked Sally back to his car through the maze 
of people all scurrying out of the theater. The bright 
sunshine temporarily blinded John as he opened the 
doors and held them for Sally as they left the dark the-
ater and stepped back out onto the street. John let go 
of Sally’s hand and opened the passenger side door 
of his car for her but instead of entering the car, she 
stepped forward, embraced him, and gave him a large 

kiss. John drove Sally back to her home. (Li, Johnston, 
Lee-Urban, & Riedl. AAAI Conference, 2013).

I’m pretty happy with this, because all of the things that hap-
pen on a date kind of happened in the right order, and the 
really cool thing here is my computer learned what a kiss 
is—and that first of all you should try to hold hands before 
you try to go for that kiss. Perhaps this is an example of AI 
even teaching us something.

Stories convey meaning and complex emotions in humans, 
and here is one of the shortest stories in the world: “For 
sale: baby shoes. Never worn.” Can we understand why 
this has an effect on humans? If so, can we engage peo-
ple in new ways? Or can we do automated journalism, tak-
ing people on a journey through a particular story? And 

We can do things like story understanding. Now I don’t just 
have to say very simple things and certain keywords to Siri.  
I can now tell it longer, contextual and meaningful sequences 
of words, like this very simple story: “John entered the restau-
rant and ordered food. He looked across the room and saw 
an old friend, Sally. They put their tables together. Later that 
evening, John and Sally paid and left together.” Computers 
should now be able to answer a question like, “Did John 
and Sally arrive together?” Again, like the  Valentine’s Day 

You can make inferences about
the story, because you know things
about the way the world works.
This is the challenge of storytelling. 
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also, explanation. We use stories to explain what we’re do-
ing: Why did you do that? How did you do that? We have 
the example of an AI playing Frogger, using a technique 
called Q-learning—a very mathematically based way of solv-
ing a problem like playing a game. Our system translates 
Q-learning into natural language, explaining things in a way 
that we’d feel comfortable understanding. It watched peo-
ple play Frogger while talking out loud, and it learned to 
emulate their language.1 

One of the most interesting and useful applications of com-
putational narrative intelligence is what I call “machine en-
culturation.” In the near future, we’re going to see robots 
and AIs come into our world as healthcare providers, help-
ing out with our chores, and following us around in the real 
world. And as they go out into the real world, there is the po-
tential for conflict: they’re going to come into contact with 
us, rub elbows with us, get in our way. They are going to 
interfere with us. But they’re also going to help us. It makes 
sense that when robots go out into the world, they’re going 
to have to understand social conventions, how our cultures 
and societies work, how we move around in the environ-
ment and interact with each other.

This future may seem pretty far off. But we’re already carry-
ing AIs in our pockets; they’re called Siri, Cortana, or Alexa. 
And you might think, “What possible trouble could an AI in 
my pocket get into?” But last year we saw an example of 
this. A webchat bot called Microsoft Tay learned over time 
to say progressively more racist and sexist things. It was 

1 Video showing a reinforcement learning agent playing Frogger.
 The agent was trained to translate its internal state representation into natural 

language: youtu.be/vXcuLEBwXsQ.

shut down before it ever got to the point where it was saying 
things that made people upset enough to harm themselves 
or harm someone else. But it shows that even language 
can get us into a lot of trouble. One of the reasons why 
Microsoft Tay was a failure was because it didn’t under-
stand that there are times when you say certain things, and 
there are certain things you don’t say to people; there are 
social contexts and conventions that were being violated by 
this system because it didn’t grasp culture.

How do we teach computers about human values, about 
how our society works, the rules of culture? My hypothesis 
is that we can learn this information by reading stories, by 
having AI read stories written about our own cultures. When 
authors write stories, they encode their implicit biases and 
understandings about how the world works into the charac-
ters they’re writing about. You can see this in the allegorical 
tales and fables that are usually explicitly telling us the values 
of our society. You can also look at contemporary literature 
and find anything from examples of what people do in coffee 
shops to more moralistic things, such as “good guys never 
steal,” or “bad guys break the law.” And as we can learn these 
particular rules and values of society—if we can mine these 
out of language, of the stories that humans write—what we’re 
doing is saying that AI can learn how our society works, and 
how our cultures work. And if they can do that, then they can 
avoid conflict. Because social conventions exist so that hu-
mans, when they rub elbows, don’t end up in conflict (wheth-
er we’re standing in line while waiting at a restaurant, to the 
social protocols when we greet each other on the street). As 
robots begin to follow social rules, they will become safer, 
they will not antagonize us, they will not get in our way in the 
same way—they will be polite, for example.

In conclusion, I believe this notion of computational narra-
tive intelligence will provide a lot of practical reasons why we 
want computers to understand, read, and talk about stories, 
and it’s not about taking the jobs from authors. Authors are 
always going to be valued, we’re always going to value the 
human component. But there are lots of small reasons, ev-
eryday social interactions, that involve storytelling—either us 
telling stories to computers to convey how we want things 
to work, versus having them explain themselves into com-
puters—that are going to make these computers feel less 
alien to us. They’re going to feel like they’re one of us: we 
can relate to them, we can work with them, and we don’t 
have to fear them. And they are going to understand us as 
well: they can say, “I can infer what you’re doing,” “I can fig-
ure out what you’re trying to do,” “I’m going to be one step 
ahead of you, and I’m going to be a helper, and a friend.” 
And by doing all that, robots will be a more integral part of 
our society, they will be safer, and they will be part of our 
culture and our society.

How do we teach computers
about human values, about how
our society works, the rules
of culture? My hypothesis is that
we can learn this information
by reading stories, by having
AI read stories written about
our own cultures.
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In the last 60 years or so, we humans have been adapting 
to computers. All this technology has been introduced to us, 
and we have been adapting to it, learning to use computers 
and how to build new machines. And over the next couple 
decades we are going to be forcing computers to adapt to us.

When people think of artificial intelligence (AI), they often 
think of machine learning. They lump it all together into 
what they’ve seen in the media. Many people think that AI 
is a big bundle of dots and lines, this neural network float-
ing out in space that just creates itself, like J.A.R.V.I.S. [Just 
Another Rather Very Intelligent System] from Iron Man. But 
that isn’t how it works, because behind it there are humans: 
people who develop and design these models, meaning 
that there is a very strong human influence on how all of 
this AI is developing. 

The applications of language and speech recognition today 
essentially revolve around four principles in product design. 
As a product designer myself, I follow strict heuristics and 
user experience design: I think about the end-user as we 
create these products. And when we’re looking at voice rec-
ognition products, there are essentially four principles; four 
rules and models of interaction with these voice systems.

Let us start with command. For example, you may be on the 
phone, calling a bank or perhaps an airline if you are late for 
your flight. This happens to me all the time: I am in a Uber, 
with the windows open, going down a highway, and I realize 

we are going to be late, not knowing about Mexico City and 
all this traffic. I call the airline and try to change the flight. I’m 
on my cell phone, trying to tell voice recognition system:

“Change my reservation.”  
“No, please try again.”  
“CHANGE MY RESERVATION!”  
“No, please try again.”

And so on. And that is really all the command system is: a 
model for giving a very narrow focus, so it needs to have 
a lot of accuracy. There is only a certain word set it under-
stands, and “change my reservation” is going to take you 
down a certain path. And it needs this high amount of ac-
curacy because you’re on a telephone, without visual cues. 
You’re not going to get a positive or negative signal that this 
is working or that something is processing. 

Voice command is a very common system for us today.  
For example, if I turn on Siri while I am driving and listening 
to iTunes, I can tell it “Play Arcade Fire next” and it’s going to 
recognize that band name and play it. But if it’s Valentine’s 
Day and I say “play something I want to hear in the car with 
my husband,” it isn’t going to understand that, since it isn’t 
going to have that high level of accuracy. 

Dictation is the second model of voice recognition interac-
tion that we follow and this is fairly common today and easy 
to use: you can just press the little “microphone” icon on 

Wendy Johansson | 
“Next Year’s Words Await 
Another Voice” (T.S. Eliot)
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your Apple or Android keyboard as you’re walking for a 
voice input instead of the keyboard. I noticed how some 
of the VOR staff today were texting each other as they 
were walking down the stairs; but they were talking to the 
phones to text each other rather than actually texting, be-
cause you don’t want to be walking down steep stairs and 
texting at the same time. The same thing applies to driving 
and texting. A lot of campaigns in the United States today 
are telling us that driving and texting is incredibly danger-
ous: you get tickets, you get points, you get your license 
taken away. Dictation is a very powerful mechanism to 
help us improve ourselves, improve our lives, and take us 
out of this danger zone.

Another very familiar model is the agent. Agents are per-
sonalities, a brand: Apple has Siri, Amazon has Alexa, for 
example. These are ‘brand personalities’ that have been 
built, and they can react to you in a certain way. They are 
really enveloping you in that brand. You find that Siri is this 
wonderfully polite woman who is always saying, “I’m sorry, 
I don’t understand that, can you try again?”, so there is a 
certain brand and a tone built around that. 

With these agents you can call your bank and have that 
same experience. You’re going to have either that very dry, 
“move forward, tell us what you want, recite your bank ac-
count number, give us all your details,” or you can have a 
more enveloping model. Delta Air Lines are very friendly; 
I get on the phone and can speak with an Agent within 
30 seconds of calling, and saying what I need (after yelling 
“change my reservation” five times). But it’s very much a 
brand experience with that agent.

And finally, we have identification. This is not yet very com-
mon today, but surprisingly many banks are using voice 
recognition for security purposes. Whenever I travel, I have 
to call my bank. I recall the times I used to call them about 
three years ago. They were very trite on the phone, and 
not very polite: “Tell us your full name, tell us where you 
live, give us all your information”—about 20 questions to 
verify who I am before they let me perform actions on the 
phone. But in the last couple of years I’ve noticed that, all 
of a sudden, when I call the same bank they say “Hello Ms. 
Johansson, how are you today? Oh, you’re traveling. Where 
are you going? Is it for work or pleasure? Have you been 
there? What’s great in Mexico City? Tell us all about it.” And 
this is very strange because I think of my bank as a very 
dry experience, a very dry brand. What they are in fact do-
ing is using voice recognition for security, and they need to 
have about a 15-to-30-second conversation with me to un-
derstand it is Wendy Johansson, the same one who always 
calls, so that the bank can go ahead and perform these 
actions for me. There have been a couple times recently 
when they’ve asked me for a little security detail, and I have 
found that usually happens when I am in a noisy place. And 
they ask me, “What’s your social security number? Give us 
a little more detail.” It’s always your environment that is go-
ing to really help change that. You are still limited by actual 
physical technology.

The next thing I want to discuss are the limitations of these 
different models that we can apply to voice recognition 
applications. The most obvious one is language, such as 
Chinese. I know three different types of Chinese. But most 
people think there is just one Chinese, and so you can 

speak to anyone who lives in China. Absolutely not. I am 
from Hong Kong and I couldn’t really understand anyone 
from China until I went to college and studied Chinese for 
two years. It is a very different model, and today language 
models are basically learning a very specific language. And 
so that is a limitation. If Siri were just to be learning English, 
or if Apple never developed internationally, you would not 
see the VOR staff walking around talking into the phone, 
actually dictating their texts. It’s a very limiting model be-
cause you have to develop per language.

Acoustic models are a second limitation that I feel is impor-
tant. This is where we start getting into the issue of dialects. 
This one is very personal for me because my husband is 
Swedish, but he had a British nanny, and then he moved to 
France. So he has a very peculiar accent. I did not know he 
was Swedish when I met him because he doesn’t sound 
Swedish. People think he’s from Switzerland. None of these 
voice recognition programs work for him. He yells at Siri 
and it’s very amusing; he sends these random text mes-
sages, and they say very bizarre things, and I am thinking 

AI is not about mind-reading. You still need to have
a physical user experience. And even if that physical
user experience is not with your hands but your voice,
it is still a physical user experience.
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this is either very creepy or very romantic, and then I will get 
a follow-up text message saying, “Sorry, Siri failed again.” 
That is where acoustic modelling is a huge limitation be-
cause it’s learning by actual audio examples. You need to 
have thousands and thousands and thousands of hours of 
recordings for this to learn from. And that is going to be 
specific not only to local and regional dialects, but even in 
the case of something as simple as if you have a sore throat 
and are trying to get through to your doctor via a voice rec-
ognition system, which maybe is not working… because 
you are sick with a very hoarse voice, and that is why you 
are calling the doctor in the first place. This is another huge 
limitation of the model today.

According to Andrew Ng, former director of the Stanford 
AI Lab, in the next 50 years we will see some progress in 
the models and how they can learn, but not any massive 
improvements in speech recognition. However, major ad-
vances will be made in the usability of these systems. I have 
a strong feeling that designers, humans, and creators are 
the ones who matter in this system. These things are not 
just going to create themselves. Although you can leave 
a model running on thousands and thousands of servers 
somewhere—a supercomputer—and it’s going to learn and 
develop, it’s the people who are going to apply the usability 
of an Alexa. The only visual cue you have on Alexa is the little 
ring on top, and the colors tell you when Alexa is listening, 

when something is processing, when there’s an error. And 
it is those visual cues, the ones users experience, which still 
matter. AI is not about mind-reading. You still need to have 
a physical user experience. And even if that physical user 
experience is not with your hands but your voice, it is still a 
physical user experience.

This leads us to usability, a very old word and topic that has 
been in technology for a while, yet very few people under-
stand what usability is. Usability is not me coming up to you, 
and saying “figure out this remote presentation clicker. Use 
the big green button.” It is me taking this to somebody who 
is color-blind, who might not see. It isn’t the green button be-
cause I’m color-blind and I cannot see green, or maybe I’m 
somebody who has physical disabilities and doesn’t have a 
sense of touch and cannot feel that you have to press this 
raised button. There are a lot of factors, and ergonomics, 
and language that we consider in usability.

A common approach to new technology is “okay, we have 
this new technology, we need to create all these brand new 
processes for how we think about it, interact with it, design 
for it, launch it, sell it, and market it.” People are creating 
whole new paradigms, reinventing the wheel for every new 
type of technology that comes out. But that isn’t necessary, 

especially not in human computer interaction, and espe-
cially not in user experience. The core values that already 
exist—error modeling, giving people flexibility, ease-of-use, 
as well as positive and negative confirmations—these things 
still matter, regardless of whether you are building some-
thing that people can physically touch or swipe on a screen, 
or that people are doing by voice. Usability heuristics still ap-
ply, no matter which system you’re building. And that is the 
main thing people forget. When people are talking about AI 
and its application, humans are still very much involved. 

Yesterday, I was asked the fun question of what we can do 
to prevent this doom of AI taking us over. And I personally 
think that it is our and your responsibility—as the people in 
the businesses, as the people who want to take this tech-
nology and apply it—to have some social context for it, to 
consider that what we are making here is being made by 
people; we need to think about the people who are going 
to use it, we have to think about the situations. Things do 
not create themselves. This is my point here. We are here to 
talk about AI and how it changes the world, but it is people 
who change the world. As we continue to move forward 
with that, I think that the human touch is what’s going to 
“bring next year’s words.”
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I am here to talk about trying to measure 
sentiment at scale. At BrandsEye, this is 
something we have believed in for a very 
long time: how people feel today influenc-
es what they will do tomorrow. And if we 
are able to measure that feeling, that sen-
timent, we can start to better understand 
both what they are going to do, and how 
we can better position our products and 
services, or policies for those people—to 
meet them where they are at.

Understanding what one person is saying is 
relatively easy, and I say relatively, because 

it will probably take a few seconds just to read the tweet “I 
would like the best guy, with the best words, and the best 
brain to defend his Muslim Ban in the @Scotus … PLEASE! 
@realDonald Trump.” This is somebody who is calling out 
Donald Trump on his immigration order. But the challenge 
with this is not about understanding one person, but under-
standing lots of people. Because just talking to one person 
is easy, but when you’re having to talk to thousands and 
sometimes millions of people, as in the case of an election, 
that’s really hard. This brings us to sentiment analytics—or 
as we call it, opinion mining—described by Wikipedia as 
referring to:

[…] the use of natural language processing (NLP), text 
analysis, and computational linguistics to identify and 

extract subjective information. […] Generally speaking, 
sentiment analysis aims to determine the attitude of a 
speaker or a writer with respect to some topic.

From our experience, opinion mining, at its core, is not a 
big data or an artificial intelligence (AI) problem; it’s a hu-
man understanding problem. And unless we put that first, 
we are going to come out with the wrong answers. And 
as Mark Riedl and Wendy Johansson both mentioned [see 
above], we are in control of this. We do not have some other 
machine building these machines for us; we are building 
these machines to try and help understand one another, 
help understand humanity, and help drive humanity for-
wards, not backwards.

I have an example of a tweet for a pilot that we did for 
Disney: “In other news it took everything in me not to get 
up and dance in the theatre at #findingdory today dur-
ing the Moana trailer.” Somebody replied to that tweet: 
“same I literally screamed ‘moana’ and then covered my 
mouth cause I remembered I wasn’t in my room.” This is 
a fairly mundane conversation between two people, and 
the reason I use it is to try and give you some indication 
of how difficult it is for computers to understand humans.
I am looking at a very slim area of NLP; there are a lot of ar-
eas where artificial intelligence (AI) is doing amazing work, 
but understanding human language is very hard for it. If we 
take those tweets and put them through Google’s NLP that 
they launched last year, we see that Google thinks the first 

There are a lot of areas
where artificial
intelligence (AI) is doing
amazing work,
but understanding
human language is very
hard for it. 

Jean Pierre Kloppers | 
Measuring Human 
Sentiment at Scale.



16

one was a negative tweet, and likewise the reply (“I literally 
screamed ‘moana’ […]”) giving it a negative score: -1, with 
a 0.9 magnitude. An algorithm reads this and thinks the 
sentiment contained in this text is negative. If we then look 
at what IBM’s Watson says, he also thinks it’s negative. But 
what is the topic that it’s talking about? It’s saying this is 
about shopping, about homicide, and about hotels. And 
when you read the text you see where it’s getting it from 
(“I literally screamed ‘moana’ and then covered my mouth 
cause I remembered I wasn’t in my room”). A computer 
reads this and thinks that somebody is getting murdered. 
It is about homicide. It’s comical to look at it like that, but if 
we try to use computers to understand people, quite often 
they come up with the wrong answer. 

There are lots of humorous stories like that. But unless 
we pay attention to the inputs that are going into these 

machines, we need to be careful as to how we use the 
outputs of those machines in trying to understand what is 
driving human behavior. Our system says that this same 
tweet about Moana is in fact happy, and it is about the 
soundtrack, bearing in mind no one has mentioned the 
soundtrack. And the reason we can get to that correct 
understanding of what is driving the positive sentiment is 
because of the way in which our technology works. We 
have real people who read this and then understand it, it’s 
not rocket science for us: somebody reads it and under-
stands this person is excited about the soundtrack.

This is what BrandsEye does: it tries to understand what 
is driving popular sentiment at large. And I use those ex-
amples of how AI needs humans because if left alone, and in 
the NLP world, a computer will come up with the wrong an-
swer. And in the algorithms which many people are probably 

familiar with using, they require constant training. And you 
will know, if you have used any kind of system to try to un-
derstand sentiment, you as the user have to go and manu-
ally code the data that you are seeing to be able to give the 
computer a framework to understand—or the training data 
to understand—what is driving that sentiment, or how to un-
derstand it.

We have taken a different approach, and this helps explain 
how we managed to predict the US elections and Brexit 
as well. We use a combination of both machine learning 
and crowdsourcing. Let me talk a little bit about the crowd-
sourcing. As we ingest data from different platforms—it can 
be from Twitter or from internal systems within an organiza-
tion—and as we understand, or at least try to understand, 
unstructured data, a portion of that data gets sent to people. 
Real humans, not AI bots. Real people around the world 
who earn money on our platform to help us understand 
sentiment. These raters get asked three questions: “Is this 

relevant to the US elections?”, “What is the sentiment to-
wards Trump or towards Clinton?”, and “What is driving 
that sentiment?”. 

This is happening across thousands of people around the 
world, and I think we have got crowds now in 17 languag-
es, and that number is growing every month as we invest 
into that part of our business. In that way, we can listen to 
a conversation from, say, Mexico, to listen to what people 
are saying about the upcoming elections. And because we 
have Spanish-speaking people, local Mexicans who work 
on our crowd, they process that data that create the data-
set both at a local language level, but almost more impor-
tantly, at a local context level relevant to the elections. That 
is something very difficult to achieve in the world of ma-
chine learning, and the academics at this event hopefully 
will bear me out, because creating those datasets is incred-
ibly hard. The magic of what we have done is to be able to 
scale that around the world by using people to help train 

Create the data-set both at a local
language level, but almost more
importantly, at a local context level. 
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the machines; getting people to do what people are great 
at, and getting machines to do what machines are great at. 
By using this crowdsourcing approach we are able to look 
at who is speaking, why they feel the way that they feel, and 
what they are talking about. And that gives us a very high 
degree of accuracy, and we have an app that shows how 
we structure unstructured data.

For example, we listened to Pizza Hut in the UK, using peo-
ple to annotate data to be able to show when there is emo-
tive discussion about the company, whether this is positive 
or negative. The thing that is driving sentiment on a macro 
scale is customer service, products and services, purchas-
ing decisions. But we can then drill down deeper into that. 
When it’s a customer service issue, we can see that the big 
issues are turnaround time, delivery, and so on. Being able 
to then map how that sentiment shifts over time at a micro-
topic level means that brands, or politicians, or governments 
can start measuring why people are experiencing what they 
are experiencing, and how that is shifting over time. As an 
organization reinvents its customer service framework, or 
implements a voice-recognition system such as in the case 
of Delta Air Lines [see Wendy Johansson’s presentation 
above], we are able to measure the consumer experience to 
help the company understand if the system is helping them. 
Where are the pain points for their customers? And how can 
they modify that to be able to make that better?.

Where accuracy matters—that has been our pursuit. We’re 
able to produce accurate data, but for a long time nobody 
cared about the fact that we could produce accurate senti-
ment data. We started looking for these opportunities. And 
one that came up very soon was Brexit. The media was 
reporting things like “EU Referendum polls: Final ComRes 
poll shows significant lead for Remain,” showing that the 

Remain campaign seemed to have a compelling lead in the 
polls, and that it was very unlikely that the Leave campaign 
was going to win. In the week prior to the Referendum we 
saw something very different in the data. The Referendum 
happened on June 23 or June 24 and in the week prior to 
it we saw a lot of support for Leave, and that seemed bi-
zarre. I remember I went on TV that week and I was speak-
ing on CNBC, and they said, “what you are you seeing?” 
and I said, “we are seeing a lot of support for Leave,” and 
they laughed at me on TV saying, “that’s just bizarre, what 
does social media know about elections?” We didn’t know 
any better, because we’re not a political polling agency or 
a political science company, but a data company: we can 
only report on what we see in the data. And we were see-
ing that, in aggregate, 57 percent of people in the UK were 
saying Leave. And it was not just an overall perspective; 
when we drilled down to the individual towns and cities, 

we could see this distinction between the major cities vot-
ing Remain, and the outlying regions voting Leave. That 
was fascinating because it helped us understand that may-
be social media has come of age and that this is a great 
source of helping to understand both how people feel and 
what they are going to do in the future.

Another social media listening company put out its findings 
beforehand [Socialbakers: Remain, 58 percent / Leave, 42 
percent]. It was made clear to us again that by using an al-
gorithm to understand sentiment on its own, you come up 
with the wrong answer. If you try to get AI to look at Twitter, 
at exactly the same dataset, it comes up with exactly the op-
posite answer to what we got by using humans.

The next example where this was made abundantly clear 
to us was in the South African banking sector. As we were 

trying to figure out what the sentiment data was meaning, 
we started seeing something very interesting two years 
ago. The leading bank in South Africa was one called First 
National Bank (FNB): it had the best marketing campaigns, 
was really great at customer service, was very quick at re-
sponding on social media and, from a public perspective, 
they seemed like they were the gold standard when it came 
to banking. But we saw just as much negative sentiment 
towards them as towards some of the more stoic brands, as 
well as to a challenger brand called Capitec. But when we 
compared both the negative and the positive sentiment, by 
drilling down to when people talked about customer service 
in that bank, we saw something interesting: Capitec was 
way ahead in managing not only to get the positive senti-
ment, but to resolve the negative. And that was key. When 
we saw this, we went to FNB and said, “we think you’re go-
ing to lose customers because you’re not managing to con-
vert the negative sentiment into positive, and there is a gap 
between what you have promised your customers and what 
they’re experiencing, and we can measure that, and that 
Capitec does not have that gap, that gap is much smaller 
for them.” And again they laughed at us: “What does social 
media know about this?” Fast-forward 18 months, and the 
market share results came out. FNB was the only bank over 
that time period that lost customers; Capitec was winning 
100,000 customers a month, and now it’s at 130,000 cus-
tomers a month, and they are one of our clients. And this 
to us was fascinating. It was a clear example again of how 
people’s feelings translated into action, and because the 
brand didn’t understand what was driving that sentiment, 
they didn’t know they had a problem. 

Again, I am preaching to the choir because this is exact-
ly what happened in the US elections, which is my sec-
ond-to-last example. We were looking at the data, back in 
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November last year, and coming out of the conventions, 
and even right up to two weeks before the election, Clinton 
was way ahead in the polls. I think most of the polls were 
giving Trump a 0.3 percent chance of winning, a minus-
cule amount, because the polling was saying something 
else. But what we saw was that, from August through to the 
beginning of September, over that month we saw the race 
radically narrow. Particularly if we look at sentiment, we see 
how social media exaggerates how people feel, because it 
is measuring raw, unsolicited emotion. Nobody was going 
out there, asking people to say how they felt about the US 
elections; they were sharing of their own volition. We can 
measure this kind of emotion, that raw emotion that exists. 
And when we saw this [in the US elections], we said to our-
selves “we’ve seen this movie before, in Brexit, so we need 
to start watching this a little more closely.” And so from that 
point and over the next two months we saw the inverse hap-
pen of what the polls were showing.

Since the US elections were more about the lesser of two 
evils that people were choosing—it was not about who the 
people liked, but who people did not like—we needed to 
take this into account in our sentiment tracking. And we 
saw Clinton lose a lot of ground over the email scandal, and 
she battled to regain it. The polls were showing the inverse. 
When we saw this ahead of the elections I decided to go 
on the BBC to talk about it, because we needed to be able 
to bring a different perspective to what the polls are saying 
and to say “we think you’re missing an important element 
here, which is this raw emotion that exists across the US.” 

And again, it was not just an aggregate, because if you got 
it right in aggregate in the US, you got it wrong in the elec-
tions, because Clinton won the popular vote. We needed to 
be right at the state level. We measured sentiment down at 
a state level, and we distilled the 47 million conversations 
into what was happening in each state. Then we took a 
statistically significant sample each week, from each state, 
and put it through our crowd. The crowd then answered 
the question: “Is this somebody who is pro-Clinton or an-
ti-Trump” and we could measure that sentiment. We saw 
that in every single ‘swing state,’ in the six weeks prior to 
the election, Trump was way ahead. It was shocking that 
he could be this way ahead. (Nevada and New Hampshire 
were the only two of these states where we saw Clinton pip 
it in the end.) But when we looked at the results we got nine 
out of the eleven states right. We were above Nate Silver, at 
FiveThirtyEight, who was famous for getting all the previous 
elections right. 

But something has shifted over the last three years, some-
thing that is important to recognize in the models which 
are being built. For us this was quite remarkable, because 
again we know nothing about politics, all we know how to 
do is how to measure sentiment. And just by measuring 
sentiment, we were able to tell the world and help people 
understand which way the vote was going to go.

As a last example, let us look at US immigration, and ‘the 
wall.’ I told our team that I was heading to Mexico and that 
I could not not talk about the wall. As a South African, I 

can make jokes about it. What percentage of people in the 
US would you say are in favor of the wall on social media? 
[Answer from the audience: 55, 30, 40, 60 percent.] The an-
swer is nine percent. Four percent more than Canada. The 
polls are again showing something totally different, they are 
saying around 45 or 55 percent. Again, a lot of the cur-
rent polling is showing how much support Trump has for 
the wall, whereas we are not seeing that on the social me-
dia. And again, we measure that raw emotion. We are see-
ing that his support base has gone quiet, either because 
they’re smug, or because they’re not sure. Either way, they 
have stopped talking, and usually that’s an indication that 
something is going to change.

From what we see, how people feel today influences what 
they will do tomorrow, and this is what they are feeling today. 
If we look at the US immigration order that was signed, one 
percent of Americans are in favor of the immigration ban on 
social media. One percent. It’s remarkable, because that is 
not the story that you hear under the social media echo cham-
bers in which we live; this is certainly not the stuff that I see 
in my newsfeeds. You always have this impression that it’s 
something else, which is the beauty of big social data when 
the sentiment is accurate. I think it’s going to be very interest-
ing to watch this play out over the next couple of months. 

What percentage of people in the US would you say
are in favor of the wall on social media?
[Answer from the audience: 55, 30, 40, 60 percent.]
The answer is nine percent.
Four percent more than Canada.
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How can we make sure that the set of values that are em-
bodied implicitly and explicitly in our technology are aligned 
with the things that matter to us about the world?.

In particular, I would like to focus the conversation on one 
of those values: the value of fairness. In the judicial system, 
whenever a judge needs to make a ruling on sentencing 
(how long someone might be going to jail) or parole (wheth-
er someone is going to be released early or forced to serve 
the entirety of their sentence), one of the things that the 
judge needs to weigh in that decision is the likelihood that 
the prisoner will recidivate or reoffend. In other words, what 
are the chances that, if we let this person out and back into 
society, they will commit other crimes? This is known in the 
field as risk assessment.

For many years this was simply done with the intuition or the 
personal judgment of the human judge, but over the last 10 
years risk assessment is being increasingly provided to the 
judge algorithmically by a computer system—often a private 
and for-profit system—that does not release the inner work-
ings of its algorithm. In the US, one of the most prevalent 
and widely adopted systems of this kind is from a company 
called Northpointe, which offers “automated decision sup-
port, advancing justice, enhancing community”—at least 
that’s what their home page says. The algorithm that they 
are particularly known for is called Compas, which makes 
a suggestion to a judge, on a scale from 1 to 10, about the 
risk that a particular defendant will go on to commit other 
crimes if they are released.

Due to the legal regulations around how this works, the algo-
rithm explicitly does not incorporate the race of the defendant 
into its suggestion. Yet an investigation done by some journal-
ists at the nonprofit group ProPublica, which was published 
about six months ago last summer, revealed what appeared 
to be some weird anomalies that, at least at first glance, ap-
peared to be correlated with the race of the defendant.

ProPublica published a story about this, highlighting the 
case of two defendants in particular. Bernard and Dylan 
were arrested in the same year, 2014, in the same county in 
Florida, Broward County, and were charged with the same 
crime, which was drug possession. They also had fairly 
similar priors: they each had one prior, for Bernard it was 
for resisting arrest, for Dylan it was an attempted burglary, 
and yet the Compas system gave some wildly different risk 
scores. Bernard was given a risk of 10 out of 10 to reof-
fend, which is the highest that the system can give; Dylan 
was given a score of three 3 out of 10, which is at the low 
end of the spectrum. We now know what happened in af-
terwards, we know whether or not they went on to commit 
other crimes. In this case, Bernard had no subsequent en-
counters with the law, and Dylan, who was only rated a risk 
of 3 out of 10, went on to be arrested for three additional of-
fenses from 2014 to 2016. Of course, we should not make 
too much out of any particular anecdotes, because any au-
tomated system, no matter how good, sophisticated, and 
well-calibrated, will make errors. The question is whether 
this is indicative of any broader pattern that should give us 
pause, or cause us to call into question the system. 

Brian Christian | 
The Value 
Alignment Problem.
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When ProPublica raised some of these concerns that they 
had with Northpointe, they received the following response: 
“the rate of accuracy for Compas scores, which is about 
60 percent, was the same for black and white defendants.” 
This means that, on average, the system can correctly pre-
dict whether someone will or will not reoffend 60 percent of 
the time, and that it is equally accurate for black defendants 
and white defendants. And here is the part that is really in-
teresting, as the company said that it had devised the algo-
rithm specifically to achieve this goal: “A test that is correct 
in equal proportions for all groups cannot be biased.”

ProPublica then drilled into the data a little bit more, and 
although they agreed that there is the same accuracy rate 
across both of these groups, they pointed to the types of 
errors made by the system to look for a broader pattern. 
And this is what they found: 60 percent of the time, in both 
groups, the system can accurately predict whether the per-
son will go on to commit another crime; 40 percent of the 
time it is incorrect. But it turns out to be incorrect in wildly 
different ways. If we look just at the defendants for whom 
it made an incorrect prediction: among black defendants, 
it was twice as likely to rate them as a higher risk than they 
really were, whereas for white defendants it was twice as 
likely to rate them as a lower risk than they really were.

This has kicked off a firestorm of different articles and 
investigations into this algorithm. There are papers from 
statisticians who refute this analysis by ProPublica, then 
there are follow-up papers by other statisticians who re-
fute the refutations, and then other statisticians refute the 

refutations of the refutations and so forth, and it all gets 
pretty far into the weeds mathematically.

But philosophically there is something incredibly interest-
ing and important that is going on in this kind of a conver-
sation: a numerical analysis of this problem is allowing us to 
ask a really fundamental question. What is fairness? What 
do we mean when we say of a system that it ought to be 
fair? Northpointe is saying it is equally accurate across all 
the groups, and ProPublica is saying it is being inaccurate 
in different ways. This raises a real question that we as a 
society have this value, but how do we try to get precise 
enough about what that value means in explicit numeri-
cal terms that we can really say whether a system upholds 
those values or not? Just in these last six months there 

has been an explosion of interest in this area among the 
computer science community, with a series of papers by 
researchers at Stanford, Cornell, Carnegie Mellon, Harvard, 
Google, University of Chicago. In many ways these are not 
the typical people who write papers on issues such as pub-
lic policy and justice. But they are asking this question from 
a computational perspective in papers such as: “Equality 
of Opportunity in Supervised Learning,” from a group out 
of Google; “Fair Prediction with Disparate Impact,” out of 
Carnegie Mellon; and one of the most interesting papers, 
“Inherent Trade-Offs in the Fair Determination of Risk 
Scores,” from Cornell.

This group of researchers from Cornell got together and tried 
to determine statistically and mathematically the statistical 

properties that a fair procedure ought to have, and they 
said it should really do three things. Firstly, it should be well-
calibrated: if the algorithm identifies a set of people as hav-
ing a probability “z” of “constituting positive instances”—in 
this case, going on to commit additional crimes—then ap-
proximately “z” percent of this set should indeed go on to 
commit other crimes. And this was in fact what we saw with 
the Compas system. This should hold just as well when ap-
plied to each group.

The second criterion is that it should be what is called “bal-
anced for the positive class,” meaning that those people 
who did go on to reoffend should have received, on average, 
the same risk score. And this should be the same across 
both groups. Likewise, there is the “balance for the negative 

How can we make sure that the set
of values that are embodied implicitly
and explicitly in our technology
are aligned with the things that matter
to us about the world?
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class,” which applies to all of those people 
who did not go on to commit a crime and 
who should have received on average an 
equally low risk score. And this should 
also hold between different groups. And 
this is what we saw was not the case in 
this analysis of the Compas system.

It’s fair to say that intuitively we want a fair 
system to embody all three of these dif-
ferent principles. They are all reasonably 
intuitive, and they all capture something 
about what we mean informally when 
we say that something should be ‘fair.’ 
However, this result that came out from 
the Cornell group is quite shocking:

These conditions are in general incom-
patible with each other; they can only be 
simultaneously satisfied in certain highly 
constrained cases. Moreover, this incom-
patibility applies to even approximate ver-
sions of the conditions as well.

This is where the plot really thickens. The 
answer that is coming back from the com-
puter science community is that we cannot 

satisfy all three of these intuitive notions of fairness at the 
same time, prompting a much harder, but very necessary, 
public discussion: if we cannot have it all, which are the val-
ues that we prioritize over which other ones.

Another striking result of this work is that the reason we 
cannot satisfy all three of these intuitive notions of fairness 
is very much to do with what is called the “uneven base 
rate”: certain people simply encounter the police at differ-
ent rates, some people’s neighborhoods are much more 
aggressively patrolled, or they are much more aggressively 
accosted or pulled over, and so forth. And so the research 
is in some ways a very theoretical work, yet it is one that 
identifies the root cause in the real world. In other words, as 
long as people are encountering police at different rates, 

then you have at best this kind of loose system that can 
only satisfy one or two of your criteria. If we could somehow 
improve this aspect of the world, then it would go on to be 
possible to satisfy these three criteria at the same time. It’s 
remarkable that this abstract numerical work both locates 
the root cause of the problem in the real world and offers 
us something of a map for how to go about addressing it.

More broadly, in the twenty-first century, as we increasingly 
deploy these automated systems—and particularly ones that 
do so with giant, opaque, black-box neural networks that 
cannot really be scrutinized except from the outside—which 
take over aspects of decision-making formerly done by hu-
mans, this question of how we make our values explicit and 
how we ensure the systems that we’re implementing em-
body those values only becomes more and more important 
every day and I feel like the stakes are only getting higher.

This speaks to some of the greatest fears that technologists 
have about the impact of AI on the world. And I’m not talking 
about situations in which there is some malevolent AI that 
decides to adopt as its goal the extermination of the human 
race. If you talk to computer scientists, the scenarios that they 
are much more concerned about are systems that appear to 
cater to your every whim [as Mickey Mouse finds in Fantasia, 
who must be thinking] “this is great, I can ask the brush to 
fetch me some water; it knows what I’m doing now, it does 
exactly what I want, it goes and fetches me some water. Ah, 
maybe that’s a little bit more than I wanted, and now I’m trying 
desperately to avoid getting sucked into a giant whirlpool.”

These are the types of scenarios that increasingly the com-
puter science community is concerned about when it comes 
to AI. If drowning in a pool of automatically filled water is not 
your main concern, then there is a different flavor of the 
problem that sometimes appears in computer science lit-
erature called the “paperclip maximizer problem,” which is 
a cautionary story about somebody who implements AI in 
their paperclip factory and gives it the goal of manufacturing 
as many paperclips as possible, and the factory then goes 
on to convert all of the usable biomass of the Earth into 
paperclips, including its human creators. This is where the 

famous quote applies: “the AI doesn’t hate you, nor does 
it love you, you are simply made out of atoms which it can 
use for something else.”

These sorts of concerns—situations in which we will set a 
helpful AI down this path and then regret the wishes that 
we asked of it—have been one of the main worries for com-
puter science since the very early days: “We had better be 
quite sure that the purpose put into the machine is the pur-
pose which we really desire” (Norbert Wiener, 1960). Or 
as contemporary computer scientist, Stuart Russell, put it, 
“Instead of pure intelligence, we need to build intelligence 
that is provably aligned with human values.”

A lot of really important work is being done in that area and 
it seems to me also that, as a precondition for having tech-
nology that is provably aligned with human values, in order 
to even begin to answer that question, we need to know 
what those values are. We are at the very beginning of what 
I expect to be one of the defining projects of the human race 
over the next 10 years, and over the next century. It’s going 
to require collaboration not only among computer scien-
tists and statisticians, but also across the entire academic 
spectrum: people in the social sciences, philosophers, and 
those who work in public policy. And we are just at the very 
beginning of this kind of grand synthesis of how to think 
with a newfound level of precision and rigor about some of 
our oldest and most vital questions that we have as a spe-
cies. And to me it’s an extremely important project to be at 
the beginning of, and I have a certain amount of optimism 
that if we pursue it with the appropriate amount of care, we 
will get to a place that looks like what we want. And just 
being at the beginning, and watching these conversations 
starting to take place across disciplinary lines, is really en-
couraging—and I think it’s a good place to be for now.

Any automated system, no matter
how good, sophisticated, and
well-calibrated, will make errors. 
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At the MIT’s Computer Science and Artificial Intelligence 
Laboratory, I’m the founder and director of a research 
group called the Imagination, Computation, and Expression 
Laboratory, where we invent new forms of interactive narra-
tive, social media, video games, and virtual reality systems, 
that look at issues of cultural expression, social analysis, 
and even social change.

In relation to a number of the themes of this conference, 
here I would like to discuss this idea that we can use artifi-
cial intelligence (AI) technologies, or related algorithms, to 
understand and reveal the values that are built into virtual 
identities and the virtual selves that we use across differ-
ent platforms. In reference to values implicitly built into the 
system—as mentioned by Brian Christian—I would like to 
ask the following question: Can we do the inverse? Can we 
build systems that also help reveal these values, and even 
potentially work for critical awareness and social good re-
lated to these values, such as preferences, biases, norms, 
and so on? Another aspect of this topic is that such values 
are often deemed to be cultural and subjective, whereas AI 
is often seen as objective and utilitarian, raising a further 
question: Can we bridge this gap? Can we have computing 
which is subjective, cultural, and critical?.

I’ll begin by looking at virtual identities and how we might 
analyze them in this sense, before asking whether we can 
do better and design systems in a different way to catalyze 
critical awareness about these issues, and then finish with 
a brief conclusion. 

A common thread that runs throughout my book, Phantasmal 
Media: An Approach to Imagination, Computation and 
Expression, is how cultural values are built into computing 
systems, and how we can use computing systems for ex-
pressive and empowering purposes. I won’t talk about this 
broadly, but instead focus on the issue of how we represent 
our social identities within virtual identity systems, such as 
video game avatars and player characters, as well as e-com-
merce accounts, and also even our social media accounts. 
But why would I call this book Phantasmal Media? Why am I 
starting this discussion with ghosts? What is a “phantasm”? 
Here is an example that can develop our intuition as to what 
I mean by this term “phantasm.” If you look at the sign for 
Woman [silhouetted, and wearing a ‘triangle’ dress] and I 
asked you what it represents, I think the answer is going to 
be fairly uncontroversial, in a number of different settings; I 
usually get a very small number of answers and most often 
the answer is: a Woman sign. The interesting thing is that 
even people who do not think women do, or exclusively 
should, wear clothes that look like this, still don’t have any 
challenge with identifying the meaning of this sign. The is-
sue here isn’t to say that it’s uncontroversial and that this 
should represent ‘Woman,’ but that people can interpret it 
that way, and without any conscious reflection.

D. Fox Harrell | 
Selves in Numbers: Virtual 
Identities for Transformative Impact.
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Another example shows what I mean by “without conscious 
reflection,” drawing upon a notion of distributive cognition 
by cognitive scientist Ed Hutchins, and the idea that we 
offload part of our thinking onto the world itself, that the 
world can be its own representation. If I show two shapes 
[a circle and square of roughly the same size next to each 
other] and ask which one has a greater area than the other, 
I would usually get a range of answers. People begin think-
ing back to their algebra class, and wonder “what was the 
formula exactly?” But of course if I were to show you the 
same shapes [but now overlapping one another] and asked 
you the same question, you don’t have to think about it, as 
you can just read it directly from the image. That means 
that we are offloading part of our cognition onto the image, 
and without deliberation we can simply say which one has 
a greater area.

One of the contentions with this talk is that we are doing 
something very similar when we see an image like the 
Woman sign. And this notion of a phantasm is the idea that 
we have offloaded aspects of ideology, aspects of world-
view, onto these images, and without deliberation we just 
immediately understand their contents. What is semi-visible 
within the system—that is, what we can see and is in plain 
sight—is substantiated through the algorithms in the data 
structure of the system, and this makes me wonder how we 
can begin to reveal these phantasms.

In terms of reading implicit values into such representations, 
for example, when a youth makes unconscious assertions 
and reads ideology from images, it’s much like what was fa-
mously studied in the 1940s, by Kenneth and Mamie Clark. 
This was the well-known study in which African-American 

schoolchildren were shown two differently painted baby 
dolls—one that was pale-colored, with blue eyes and light 
hair, the other one brown with darker hair and brown eyes 
as well—and then asked questions like: “Which one looks 
good, which one is the nice doll, which one would you like 
to play with?” And at some points they were also asked, 
“Which one is like you?” The literature about the study 
shows that some of the children, besides pointing to the 
same doll that was like them, actually left the room in tears 
afterwards because in some way their implicit values were 
revealed from the study.
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But can we reveal these phantasms computationally, and 
can we use AI-related systems to ask these kinds of ques-
tions? When I talk about the virtual identities I mentioned 
earlier, some people equate them with avatars or video 
games; but at the same time, we have these virtual identities 
that are ways we stage ourselves across different media: 
any computational proxy for yourself within a computation-
al environment is a virtual identity. Some of my work has 
been related to analyzing how these virtual identities imple-
ment and express cultural values—work that is often seen 
as strictly in the domains of the social sciences and hu-
manities—and also using AI to reveal how some biases and 
issues of social status are built into these systems. 

As one brief example of our results, a representative video 
game—The Elder Scrolls IV: Oblivion, a bestselling title that 

made more than 10 times the revenue of Star Wars, even 
adjusted for inflation—has shown the way that this embeds 
bias against female characters and certain racial groups. 
And we have also built a number of different systems, games, 
visual novels, computer science learning games, and VR 
experiences, in which we model social identity phenomena 
so that people can better understand those phenomena 
and engage with them more critically in the physical world. 
In terms of analysis, you could ask what it means to use AI 
to analyze virtual identities. In a number of ways, Oblivion 
has much greater diversity of representations in terms of 
ethnic types than a lot of prior video games. And you have a 
great range of customization for your characters (even just 
for your cheeks, you have a number of sliders for adjusting 
how your face looks within the game). You have this huge 
array of customization options that don’t just extend to your 

physical and graphical appearance within the system, but 
also to your attributes, and your abilities within the game 
[agility, dexterity, wisdom, speed, luck, intelligence, willpow-
er and personality]. 

Something interesting though is to see how some of these 
social biases can easily be seen to be built into the system, 
with default attributes given according to race and gender 
within the game. If you happen to be an Orc female, by 
default you are 10 points more intelligent than your male 
counterpart. Or if you happen to be ostensibly an ‘African’ 
or black character within this game, then by default you’re 
going to be 30 for intelligence and 50 for endurance, so 
you are very hardy and resistant. You can see within the 
system, if you compare it to the Bretons (who are ostensibly 
the ‘French’ within the system), they have a default level of 

50 points for intelligence, which means they are 20 points 
more intelligent by default than their ‘African,’ and their 
‘Norwegian’ counterparts as well, because of the Viking 
stereotype within the game.

But in some way this is low-hanging fruit, as you can read 
it directly in the table of the game’s characters. But we can 
look even further beneath the hood and see if there are any 
ways there might be some biases in terms of gameplay that 
are embedded by developers. And to do this work we use 
a clustering algorithm that is called archetypal analysis—an 
unsupervised machine-learning approach to discover cat-
egories within the data set. And a typical way that clustering 
works is like finding shared features. The approach we use 
for archetypal analysis is slightly different and looks for some 
extreme types that can bound all of the other types within the 
system; it allows us, in a very humanly understandable way, 
to relate each instance to one of the extreme archetypes, or 
basically to discover archetypes within the data set.

When we ran this algorithm on Oblivion, we found that there 
are essentially three archetypes that seem to explain this 
data set very well, and those archetypes corresponded to 
typical play patterns within the game. You have an intelli-
gence-oriented, magic type; a stealth-oriented, thief type; 
and a strength-oriented, warrior type. When you plot out all 
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of the default character stats according to these archetypes 
in terms of their gender and race, some interesting things 
begin to happen. 

The results show that females are never considered the sole 
primary example of a particular class, and more than that you 
can also say that females are only optimized to play one out 
of the three archetypes; if you want to play an intelligence-
oriented type, or a stealth-oriented type, and you happen 
to use a female character, you will never be able to achieve 
maximum potential within this game. And similarly, if you 
play as the ostensibly ‘African’ group within this game, then 
you are only associated with the physical, strength-oriented 
archetype; in fact, you have no characteristics whatsoever—
regardless of gender—of the intelligence-oriented archetype 
within the system. For us this was going deeper under the 
hood; it was different than the (albeit cogent) critique of say, 
Lara Croft and body image in Tomb Raider, but considering 
the values that are built into.

In summary, this is just one of many examples illustrating 
how AI systems can reveal biases that are usually implicit 
in large amounts of data. In other studies we have also re-
vealed biases of users so that, even if you get rid of de-
veloper biases, we found in one study that female users 
exaggerated gender stereotypes when creating characters 
in these systems. When they created male characters they 

had very high strength and endurance, low intelligence and 
charisma, and female characters were the opposite: high 
intelligence, high wisdom, high charisma, and so on. But it 
wasn’t necessarily so much better for the male players, for 
whom wisdom was just not important in this study, regard-
less of gender. These types of biases are often considered 
subjective and cultural, and not phenomena that can be 
studied using AI. 

I will now switch to talk briefly about design examples that 
we have built that relate to these topics. We built a system 
called Mimesis, a visual-novel type game for the web or a 
multitouch display, and it’s a game that implements a no-
tion of racial microaggression. We try to look systematically 
at the different forms of microaggression—assuming some-
body is an alien in one’s own land, or in one’s own space—
with comments such as “you speak English so well,” which 
assume that the person being addressed is not the one 
who should be occupying the space, even though it is in-
digenously their space; or even a description of stellar intel-
ligence, the ‘model minority’ stereotypes: “oh, so you must 
be good at math.” We implement different characters to 
represent different families of these microaggressions, and 
then systematic ways that people respond to these, which 
tend to be confusion, suspicion or aggression, and back, 
and that leads to a poetic ending in which you can either 
be an assimilationist, or an activist, and so forth. But it’s 

grounded in capturing the systematicity of these experi-
ences. Because any single experience can be dismissed, 
and usually is, as minimally harmful, but it’s the aggregate 
of these experiences which is what we need to recognize.

In another system of ours called Chimeria we have imple-
mented a way that you can, on the backend, represent cat-
egories, not just in terms of unchanging labels (“you are a 
fighter in this video game because that is your profession”), 
but we can look for fluctuations if you act aggressively, or 
calmly, or using physical attributes; or in a music recom-
mender system, if you listen mostly to punk rock music but 
then dabble a bit in bebop, and then begin to listen to avant-
garde jazz; we can trace that trajectory of your identity la-
bels within this, and change the outcomes of the system, 

and how the system understands you. That means a cat-
egory is not just a singular box, but you can have multiple 
categories, different degrees of membership in categories, 
and those categories change dynamically over time.

We have also built a game called Gatekeeper in which 
you try to get through a gate while managing the impres-
sions others have of you. By the end you may or may not 
get in, but there are also different valences. You might get 
in but think “I had to pretend to be something that I’m 
not in order to get in,” or you entirely conform to expecta-
tions, and you think “I won’t get in,” but in fact you are told, 
“great, you can come in, it’s nice to have a little of your fla-
vor around here” —a kind of tokenism that’s implemented 
algorithmically.

Can we reveal these phantasms computationally, 
and can we use AI-related systems to ask these kinds of questions?
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We have done the same sort of thing with a social media 
system that uses bots that respond to your changing tastes 
in music. It can use your social media ‘likes’ to classify you 
in terms of music tastes, or you can just type in something—
we have words tied into a large music classification data-
base—and it’s not just based on genre, it’s the aggregate of 
themes and moods, and other associations with your tastes, 
and then based on your changing tastes, as people say, 
“you said that you liked jazz, but maybe you’d also like this 
particular country and western artist,” and if you say that 
you do like this, then it begins to respond to your changes 
over time and that plays out on your photo wall.

Another of our projects is a computer science learning 
game in which you have to write small programs in order 
to progress in it. It’s designed for novice computer scien-
tists, but we’ve been using it in public schools and informal 
learning settings like at boys’ and girls’ clubs, and working 
predominantly with students from groups underrepresented 
in STEM subjects [Science, Technology, Engineering, and 
Mathematics] to broaden participation in computer science. 
We have used such studies to look at how the type of avatar 
you use—and we have run crowdsourced studies now with 
over 10,000, just in our lab—impacts your performance and 
engagement when learning computer science. 

If you use a very abstracted avatar compared to one that 
looks like you, you perform worse and are less engaged 
when using the system.

And I’ll conclude with just one recent system that I’ve been 
working on with a Visiting Artist working at MIT named Karim 
Ben Khelifa, a war photojournalist whose work has been 
in many major periodicals such as The New York Times 
and Le Monde as well as many other international journals. 
And he has been in several global conflict settings such as 
in Kashmir, the Balkans, Gaza, East Congo, and meeting 
with gangs in El Salvador. This is a system that brings you 
into a virtual reality space where initially you see portraits 
of these individuals on the wall; before you realize it, you 
hear footsteps enter the room and then you realize that a 
virtually embodied presence is there with you. It’s a journal-
istic experience, but you also have their body language—
they’re keeping eye contact with you, all the body language 
in it is theirs—because this isn’t 360-degree video: all the 
equipment was taken down, say, on-site in East Congo, in 
the bush outside of a mine; there are interviews with ex-
child soldiers here. It’s the authentic access in some way 
that is the key, not really the technology. In fact, I see it is a 
system that uses VR for intimacy, rather than for spectacle.  

AI systems can reveal biases 
that are usually implicit 
in large amounts of data.



27

And each of these individuals is asked basic human ques-
tions, like: “Why do you fight?” “Have you killed before?” 
“Where do you see yourself in 10 years?” “What is peace 
for you?” “What is war for you?” And the parallels and dif-
ferences between these answers, but mostly parallels, be-
gin to humanize the Other in a way, because a lot of their 
responses are quite similar across the board. 

One project involved two types of combatants: one from 
the Gaza region, Abu Khaled, who was on the Palestinian 
side; and one from the Israeli side called Gilad. They both 
had a chance to go through the experience themselves. 
And afterwards, the very first time Gilad just said something 
like: “They all say that, they all say the same thing,” and 
just dismissed it. But then he said “let me try this again, let 
me try it just one more time.” And he went back through 
there and was very reflective about the system; and then 
after some time, they went their separate ways; and after 
that there was a period of intense combat between the two 
groups, after which Karim called them both up to ask, “How 
are you doing, how are you after this?” And certainly they 

were impacted mentally, but physically both of them were 
more or less okay. After being asked “How are you doing 
in this situation?,” there was one answer that Karim was 
totally floored by, and the answer was not a statement but 
a question, and the question was from Gilad: “How was 
Abu Khaled doing?” This moment when the enemy is now 
asking about the combatant on the other side, I think for us 
was a pivotal experience, when he made this response.

What is the end audience for this kind of work? It’s the po-
tential next generation of combatants, who can go through 
this experience, have the experience of the Other, and per-
haps be catalyzed to consider these issues of critical re-
flection, or at least humanize the Other in a way which is a 
meaningful difference in two different kinds of responses. 
I should also add one final thing: as HCI (Human Computer 
Interaction) producer on this system, one of my roles was to 
make it respond to how you interact within the space; that 
means that if you are nervous with one [character], or you 
are biased against another—we have both web-based input 
as well as embodied input in the system—then the system 
responds very differently; and the way that the narrative un-
folds, the way that it takes place, the ambient presentation 
such as lighting and so forth changed based on your own 
embodied experiences within this system.

To return to the vision I set out at the beginning about the 
use of AI or related technologies, or ‘virtuality,’ to reveal 
values that are built into these types of systems (prefer-
ences, biases, norms, and so on), I’d like to mention that 
this can even play an intervening role in thinking about 
these issues. In summary, I think we can use computing 
to better understand these cultural values that are imple-
mented through virtual identities; but more than that, we 
can also creatively use virtual identities to help users and 
developers become critically aware of these types of so-
cial identity phenomena. 
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I’ll be taking the music angle on the topic of this confer-
ence. We just heard artificially generated music in the style 
of Vivaldi. This is from David Cope, who has had a long-run-
ning project called “Experiments in Musical Intelligence,” 
and I paired that with some real Vivaldi played on a cello, an 
instrument that probably reached the pinnacle of its design 
about 15 generations ago, and it is playing music of its time, 
from about 15 generations ago. But now what I’m going to 
do—to provoke a theme—is to go into how music has been 
one of the early adopters for this concept of modeling.

In the digital age, when modeling becomes possible, the 
models that we make, the algorithms that are produced 
for our models, become the tools that we use. And there’s 
this long history of musical instruments, music technology, 
which I’m going to go through very briefly. A recent exam-
ple of a physical model of an electric guitar with feedback 
can be heard on an iPad used to play Voodoo Child; this is 
last year’s work.1

Now let’s go back about 7,000 years, some 300 human 
generations. The earliest musical instruments tended to be 
made out of parts that were available, such as bones from 
animals, supplementing the original musical instrument: 
the voice. If we listen to the sound of a primitive flute, in your 
ear you’re hearing the same sound that was heard in China 

1 Performance of Voodoo Child by James Thompson: 
youtube.com/watch?v=BzssW9p5eZY.

7,000 years ago. We’re playing a modern folk melody, be-
cause we don’t have the music from then, but this has a bit 
of strangeness to it, as the tuning is not exactly the same.

This march of technology has been pushing ever since 
then. The carillon was one of the very first instruments to 
be automated. It’s akin to a player piano roll, or a music 
box, but on a really large scale. Composers were able to 
directly compose on this instrument, edit what they were 
doing, and preserve it. Those are hallmarks of what came 
to music in the digital age. And on the way to that, these 
instruments became enormous. They are still mechanical 
instruments, and of the complexity and scale that you see 
parallel military technology of the same era. We can also 
listen to Bach on an instrument from Bach’s time: a pipe 
organ.2 The pipes have human ‘mouths’ at their labia, so 
that pairing the voice with the instrument, bringing it out to 
broad scale, was part of the interest.

There was also parallel interest in automatism 15 or so 
generations ago, such as with this really important march 
of technology we can see in Vaucanson’s digesting duck, 
which toured Europe at that time.3 Another good one was 
the Chess Turk [voice over: “… a seemingly robot-like ma-
chine that was constructed in 1769. It represented an early 

2 Toccata & Fugue by J.S Bach, being played on baroque organ at San Jerónimo 
Tlacochahuaya, Oaxaca: youtube.com/watch?v=jpAo2ECf1ng.

3 Vaucanson’s duck: youtube.com/watch?v=UoJ0OHWl3b8.

Chris Chafe |The Modeling Shift 
(After a Portrait of the Machine 
as a Young Artist - J.R. Pierce).
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type of chess computer and received tremendous popular-
ity during the following decades. The automaton had about 
the size and the appearance of an executive desk, encased 
by wooden planks and doors under which a clockwork-like 
machine could be seen.”] Napoleon was beaten by this 
chess machine, and Edgar Allan Poe got obsessed with try-
ing to figure out how the heck it worked. It was 60 years be-
fore they revealed this contorted, out-of-work chess player 
who was squashed into the cabinet underneath. But it had 
these gears and things to put you on the wrong track, if you 
were trying to figure it out. That was about 15 generations 
ago. And now we go back four or five generations, and we 
have analog musical instruments, such as the theremin.4 

4 Video of performance in 1920 by Clara Rockmore using a theremin: youtube.com/
watch?v=pSzTPGlNa5U.

What I think is impressive through all of these examples 
is the element of expression afforded by the instrument; 
the interface is a tool developed to heighten this ability to 
create wonderful music. And there is a point that happens 
not very far past this, in the mid-1950s, when digital com-
puters were first used to generate sound. Of course, this 
comes a little bit after recording became a common prac-
tice, and was also analog—like the theremin. But now re-
cording meant that we could hold sound in a computer and 
numbers, and once we had those numbers we used them 
to drive loudspeakers.

And in his wonderful article Portrait of the Machine as a 
Young Artist (1965), John R. Pierce wrote about what it 
means to create those sequences of numbers, not just to 
record them: “Wonderful things would come out of that box 

if only we knew how to evoke them.” And he laid out the 
principles of understanding and modeling music—both the 
instruments and composing systems that might be used—
building tools for composer and interfaces that don’t look 
like traditional instruments and, above all, like the human 
perceptual apparatus. Once we are in this new age of mod-
eling, we stumble into illusions and create things that we 
think we are going to listen to and like, and then something 
else happens. There is often a very fortunate—very seren-
dipitous—effect when you’re working in digital media and 
it goes sideways, and then you open your ears and say, 
“Wow, I think I like that!”

David Cope’s work, which we started out with, has always 
been a very provocative theme in artificial intelligence con-
ferences. To what extent does this pass the musical version 
of a Turing test? For my part, I’ve been involved with this dis-
cussion, and every time I meet David he has got a new tune 
that has been mined from the myriad of possibilities and re-
combinations that you can get. This is almost like recombi-
nant DNA the way he does this: he takes parts of things, and 
he moves them around by rule, and generates new things 
and combinations. And I’m not a Rachmaninov expert, but 
he’s got me on this one. It’s really darned good.5 

Generally, in computer music, we work more than in just 
stereo. We use lots of loudspeakers, and this is now more 
and more commonplace in movie theaters and in all sorts of 
venues where you have surround sound that is much larger 
than what you get in your home stereo, or in your car. As 
we use digital means to also accomplish that, we can build 
models of musical spaces. A recent project from our group 
recreates the acoustics of the Hagia Sophia in Istanbul, 
where the acoustics really have not changed since it was 
still Constantinople. There was a musical practice probably 

5 Virtual Rachmaninov – Experiments in Musical Intelligence, composed by David 
Cope: youtube.com/playlist?list=PLamx01tsreZoQuXANez6Tg_qZ_2nST92b..

Wonderful things 
would come out of that box 
if only we knew 
how to evoke them.
John R. Pierce
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in 700 or 800 A.D. that was part and parcel with the acous-
tics. One of the fascinating things for anyone who’s been 
to the Hagia Sophia—and I have not, I confess, but people 
swear that this is absolutely correct—is that if you clap your 
hands, that sound rings in the room for 12 seconds. A very, 
very long reverberation time. We can take a fingerprint of 
that, and create a model. The fingerprint is done very simply: 
you have someone with a balloon and a pin, and someone 
nearby with a recorder and a microphone, get everything 
really quiet, and then pop the balloon. The 12 seconds of 
echoes circulating around that microphone are recorded 
and you can take that fingerprint of the echoes for that par-
ticular location. You can then do some mathematical tricks, 
build a convolution model, and you can put any sound into 
it. At this concert from our concert hall in Stanford we told 
the audience to close their eyes at some point and to imag-
ine a bigger space and let the walls go away and let their 
ears describe the volume of the place they were in—being 
four times larger in Istanbul [than in Stanford].6 I can’t play 
it for you in surround, which would give the full effect, but 
you can hear the musicians performing as if they are in that 
hall, which affects completely the way that they get back to 
that original music of 700 A.D. This model, this instrumen-
tal aspect of the acoustics, has now become the thing that 
we use. (The Russian bass, a guy twice as large in mass as 
the mathematician who did the model, came up and gave 
him a huge bear hug after the concert and said, “Now I’ve 
been there.”)

6  Cappella Romana in a virtual Hagia Sophia: youtube.com/watch?v=uKLkJJ3ftIw.

I promised earlier that I would introduce something that 
blew me away. This happened late last year, when a deep 
neural network was applied to a musical signal. This is very 
different than applying it to musical notes or melodies, or 
what we say is the equivalent of natural language. We are 
not doing that here. We are taking a recording of a series of 
numbers that are recorded by digital apparatus. In a normal 
case, you’d say 48,000 of those numbers per second—a lot 
of data—but here they would have had to wait a lot longer so 
instead they took it down by a factor of three, and sampled 
it at 16,000 numbers per second. It sounds like a piano, 
but it has no grammar, it’s a completely schizoid musical 
result.7 This is really an ostentatious but a very awesome 
beginning. In one sense, it’s violating everything about mu-
sic and sounding really good, and on the other hand it’s 
making up music, and it’s a music of its own, which I think 
is going to be really fascinating in the future.

7 Audio available at: deepmind.com/blog/wavenet-generative-model-raw-audio/.

There is often a very fortunate—very serendipitous—
effect when you’re working in digital media and it goes sideways, 
and then you open your ears and say, “Wow, I think I like that!”
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This field or discipline that has been emerging for about 10 
years, which I call cultural analytics,1 basically uses artificial 
intelligence (AI), machine learning, statistics, but also a his-
tory of film studies, all the cultural disciplines, and tries to in-
vent new ways to think about culture in an era when people 
are producing as many cultural artifacts as there are atoms 
in the universe. The scale of culture is now approaching the 
scale of physics: people share two billion images every day. 
Of all these two billion images, there are maybe 35 or 37 im-
age types—nobody knows. 

I’ll be talking about one particular aspect of our work, 
something we call “exploratory media analysis.” If you or 
your children like to do data science—and which children 
today don’t do data science, right?—then maybe you know 
the term exploratory data analysis. This comes before you 
make a hypothesis, before you do machine learning, and 
you take a dataset and visualize it, sort it, make bar plots 
and scatter plots, in order to reveal the structure, to see 
what’s inside the data.

Over the last 200 years, we have developed some nice tech-
niques to do this. But how do you do this exploratory data 
analysis when the data you want to explore are not num-
bers and not categories, but images? People share maybe 
a couple of hundred million images every week in Mexico 
City. How do we look at this and figure out what’s there? 

1 For more information about this talk, please see my relatively new website for our lab: 
http://lab.culturalanalytics.info.

Of course, we could use the brute force approach and just 
use the latest machine learning. But sometimes when I use 
AI to do cultural analysis, it’s like making clothes out con-
crete. No one wears clothes made from concrete or from 
wood; you have some fine fabrics, some fine designs. This 
isn’t because AI is not good, it’s because AI has been de-
veloped to solve particular problems. Now it’s being devel-
oped a lot to solve business problems, and I can’t possibly 
hire the right people good enough to do cultural work, be-
cause they can make more money doing other things.

I’m going to mention some experiments I’ve done over the 
last 10 years, developing techniques to look at patterns in 
large image collections. It can be the paintings of Diego 
Rivera, or it can be all the images shared on Instagram in 
Mexico City. And doing it without counting. Paradoxically, 
it turns out that with visual data you don’t need numbers; 
you can do data science without numbers. I was inspired 
because I was lucky to start my lab 10 years ago at the re-
search institute which was part of the university where I was 
teaching—the University of California, San Diego—where 
people started to develop the next generation of these su-
per visualization walls. Imagine a wall made from a dozen 
high-res monitors. We developed software where we could 
process 10,000 images, and reconstruct them by color, by 
contrast, by content, by presence of faces, and depending 
on how you sort them, various patterns came out. And I will 
talk about some of the best examples of the work we’ve 
done in the last 10 years, inspired by the software which 
was created for us 10 years ago.

Lev Manovich | Show, 
Don’t Tell: How to See 
One Billion Images.
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to use AI, and sometimes you can explore big data without 
using any numbers. We took every cover of Time magazine 
ever published, from 1923 to 2009—approximately 4,500 cov-
ers—and we simply sorted them by publication date, starting 
in 1929; and I can count about 14 different patterns, 14 dif-
ferent trends. Just to highlight a couple of them, if we look at 
the beginning of the dataset, we see it’s mostly men, mostly 
politicians, some military leaders, particular individuals, then 
the color starts coming in very, very gradually. And by the 
time we get to the beginning of the twenty-first century we 
can see that it is still mostly men, still like only nine percent 
females—nine percent in 1923… nine percent in 2009—but 
now about 60 percent of the covers don’t represent particu-
lar people but represent a subconcept, a story, which is the 
main story for the issue. If I use a typical search interface, I 
can start searching this collection for presidents’ names, for 
particular things. But instead what I want to do is to visualize 
it, the way you would normally make bar plots and scatter 
plots of your data, to see various patterns. And now I know 

which patterns I see, such as the one I just explained, I can 
use AI to quantify these patterns and make graphs.

Another thing which is interesting—which you wouldn’t 
really see you if simply search for something, because if 
you search for something you are going to get a bunch of 
results—is that almost every pattern in this collection over 
86 years is very gradual. Black and white becomes color, 
slowly the contrast and saturation increases, the covers that 
show individuals are gradually replaced by more and more 
covers showing particular stories, and every change is very 
gradual. To be able to see gradual historical change in these 
large samples of historical imagery is one of the fascinating 
things we get with this method. Using the same data, we 
also plotted a single characteristic, the average saturation 
of each cover, measured over time, revealing very interest-
ing, almost mysterious, gradual patterns.

After a few of the studies, we wanted to apply the same meth-
ods to bigger data with visualization—rendering the data in 

2009 on a single iMac, as I like to use cheap off-the-shelf 
computers, so I know what I’m doing. This project used 
one million pages of manga, Japanese comics that are one 
of the most popular cultural product forms of all time. The 
computer can sort these manga pages by measuring a par-
ticular characteristic—for the more technically minded, it’s 
called entropy—and it so happened that this particular fea-
ture which we measured corresponds visually to something 
meaningful. At one extreme of a close-up of this visualization 
of manga covers, there are covers that happen to have low 
entropy, are very poster-like, without lots of 3D, and are very 
simple; the covers with high entropy at the other extreme are 
very labor intensive, with lots of details, lots of 3D, and this 
meant we could map the space of manga style.

(When people ask me why I wanted to study manga, I reply, 
“It’s because I hate manga, I can never finish any manga 
books.” I thought, “I’m going to pretend that I’m this alien 
scientist who’s come to Earth and found some earthlings 
doing some stuff called manga, and see if I can find some-
thing interesting about it without having any particular inter-
est in this cultural form.”)

We find that it’s almost like how you think of the space of 
biological evolution. Think about Darwinian evolution: there 
are human beings, monkeys, giraffes, insects; but there are 
no giraffes with fins, there are no walking fish. Particular 

things have been produced, particular things have not been 
produced. Thinking in terms of cultural evolution, we see 
that most of the manga which has been produced is in the 
middle of the distribution in our visualization: lots of grays, 
and then there is very little on either side. If you’re teaching 
this at design schools such as Centro, and your students 
start doing manga, you can say, “Why don’t we project your 
manga into the space of global market creativity?” and you 
can give your student a very bad grade if your students are 
doing exactly what everyone else has done. This means it’s 
a way to show what’s more typical, what’s more rare, and 
we can use this information to theorize and maybe make 
some mathematical models that will try to predict why peo-
ple are not producing manga in that style, as maybe this 
represents a business opportunity, and so on.

After doing about 20 to 30 projects, looking at these da-
tasets of professional artistic visual culture, we decided to 
finally apply it to what we wanted to do: How do you look 
at one billion images, or even one million images? Can we 
use these maps to understand trends, patterns, content, 
and style in popular visual media, such as Instagram?

We have now done about four or five Instagram projects, 
such as Phototrails, which we did in 2013. We used a single 
laptop and downloaded 2.5 million Instagram images from 
13 global cities, and again we used very basic computer 

Paradoxically, it turns out that with visual data 
you don’t need numbers; you can do data science 
without numbers.
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vision, which is part of AI, to measure basic visual proper-
ties of these images. Then we created visualizations using 
software I wrote myself—because it’s fairly simple—and took 
50,000 image samples from different cities and then sorted 
them by visual characteristics. In one case we compared 
images from San Francisco and images from Tokyo, and 
then sorted them by average brightness, with the darker 
images going closer to the center, and with the average 
hue, the average color, determining the angle. What we see 
is that there’s not much difference. Does it mean there’s 
not much difference between the visual culture of Tokyo 
and San Francisco? Of course not. What it means is that 
our tools are inappropriate, they do not allow us to see the 
differences. (An interesting thing is that there is not much 
green, there is no blue. People are very busy in big cities; 
maybe in Mexico City people should be looking at the sky 
more often, because we don’t find images of the sky.)

But this didn’t make us want to give up. As you work on 
normal numerical datasets, and you are making different 
plots by sorting data in different ways, you start seeing pat-
terns and say, “Well, there is probably more information 
here, there is probably more signal there.” We just have to 

figure out a different way to sort the data. We then sorted 
the same 50,000 images by the date and time when they 
were uploaded. This produced beautiful patterns; and I like 
these visualizations not only because I can look at them 
with my own eyes and I can see much more as opposed 
to if I would simply plot it as a line, but also because to me 
it’s an artistic image of a city in an era of big data, when 
all these contributions by multiple people have created a 
kind of symphony; a form of music, a documentary without 
a director, a collective rhythm of activity. That was part of 
the first publication ever about Instagram rhythms written in 
2013; now there are lots of papers about Instagram.

Then I assembled a bigger team, which included both stu-
dents and some leading visualization designers from the 
world, and I said, “Okay guys, how about we do something 
else.” They said “Lev, let’s do selfies.” It was the summer of 
2013, and selfies were not so common yet, but already be-
coming common. I really tried to object to it; I said, “Look, 
if I make selfies, it’s so banal, nobody would ever invite me 
to any conferences,” they just said, “Just shut up, sign the 
check.” Anyway, we did the project and we got 300 reviews, 
including in The New York Times and CNN.

For this project we created a bunch of different visualization 
techniques to show patterns in this dataset of about 4,000 
selfies. Most importantly we created this interactive interface 
which allows people themselves to explore patterns in this 
data. It works on mobile, surprisingly, and on the desktop 
very well. Part of our work is not just creating an expert sys-
tem or expert algorithms which only we can use, but de-
mocratizing it for people themselves to discover patterns in 
large image collections by using tools, which in this case 
combine media browsing and a kind of dashboard.

Selfies did not appear today; there are lots of precursors 
from about 100 years ago, in nineteenth-century photogra-
phy. But anyway, we collected selfies from five cities, in the 
first version of the project during one week in December—
ending up with this sample of 3,200 selfies. Then we used 
computer vision to analyze them, extracting computer-esti-
mated age, gender, and 20 other parameters. The visualiza-
tions compare smiles and gender between different cities. 
In Moscow, there were many more females; and you can 
see in São Paolo, people are really happy. This interactive 
interface, which we call “selfiecity,” is the heart of the proj-
ect, and you can go online and interact with the dataset by 

How do you look at one billion images, or even one million images?
Can we use these maps to understand trends, patterns, content, 
and style in popular visual media, such as Instagram?
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filtering it by age, by city, by where people are looking at, by 
emotions, which the computer detected—sometimes accu-
rately, sometimes not. And because a lot of journalists write 
about it, we also did some idiotic and simplistic graphs be-
cause that’s what journalists understand, but the real heart 
of the project was not to make these simple graphs, but to 
create the interface for people themselves to see patterns 
in large image collections. 

Finally I’ll show you another project which we have done 
with the same team. After we did selfies, we said, “Okay, let’s 
maybe focus on something even more local, what about 
the data city?” Today we navigate our cities, we need data, 
we put images on Instagram, we Tweet, we use WhatsApp, 
and so on; and cities maybe are also counting how many 

cars cross at every intersection. We live in this ‘data city’ 
with hundreds of thousands of data layers. But how do you 
navigate this data city? I wanted to create an interface which 
would allow people to explore the city’s data, but not using 
a map, because everybody uses a map. (The rule for mak-
ing a good project or a good business? Don’t do what ev-
eryone else does. Just do something completely opposite. 
Everybody does a map, let’s not do a map. Then you get 
covered by The New York Times, it’s very simple.)

I have a video of this project, commissioned by the New 
York Public Library. It’s a boring, statistical, economical 
way to look at the same data, with data sources such as 
Instagram, Foursquare, Twitter, income tax. A line represents 
Broadway, rotated 90 degrees, and a spike in the image 

corresponds to Times Square. It turns out 13 percent of im-
ages on Instagram are shared around Times Square—basi-
cally everyone in New York goes to Times Square and then 
Midtown—and then there is a poor part of New York where 
there is no social representation, almost nothing. 

This is useful, but we wanted to give people something 
else, something more intuitive, a more visually rich way to 
explore this dataset. We created a ‘sandwich’ made from 
the different layers and displayed it on an interactive screen 
using familiar interactive gestures: you can zoom-out, and 
see patterns across the whole 21 kilometers of Broadway, 
or you can zoom-in, and navigate the data building by build-
ing. One layer is the images which we downloaded from 
Google Street View, and we extracted typical colors from 
façades, and we have labels for different neighborhoods. 
Then you see these numbers, which is a gentle ambient 
presentation of every statistic: how many images, how much 
tax is raised, what’s the income in a particular area. If you 
zoom-out, you get the same statistics for larger areas, and if 
you zoom-in, you get the statistics for a particular block. You 
can also navigate through it, though you have no map; it’s 
a type of city map that doesn’t use a map, a Google Earth, 
without representing the Earth, but representing navigation 
for the data city; where visual images have perhaps more 
importance, and the data is more ambient so the graphs 
are less important.

To conclude, another recent project we have been working 
on started after we won a competition in 2014. A couple of 
people from Twitter wanted to give us some extra Twitter 
data for us to do something useful with, and we sent our 
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proposal. (1,300 labs entered and, to my surprise, of the 
six labs that won, only two were from the United States—us 
and Harvard Medical School, and we were the only non-
computer scientists who got this grant.) Twitter asked us 
what we wanted, and I said, “Well, I’m a visual guy, I want 
every single image which was ever shared on Twitter with 
the location. How many do you have?” They replied, “We 
have no idea, we are busy just trying to save Twitter, what 
the hell do we know, but here is the data on the server.” 

We downloaded the data; only using images shared with 
Tweets that have a geographic location, from 2011 to 2014, 
for about three years—basically about 250 million images. 
I worked with my postdoc (along with some high school 
students, whoever could help me) on this dataset of 250 
million images shared worldwide. Of course, the first thing 
we did was to look at easy things, geographical and eco-
nomic patterns; and I love this dataset because it allows 
me to tell the story (which to be honest is really the reason 
why I got into cultural analytics 10 years ago) of how the de-
veloping world has been developing and developing, and 
in many ways, has already overtaken the developed world. 
You get many more well-dressed people, interesting restau-
rants, pretty cool co-working places, smarter young people 
in Mexico City than New York and Paris combined, even 
though these people get more press. 

We plotted the total number of these images shared on 
Twitter between 2011 and 2013, and of course it grows 
very quickly; you can see at a particular point in about 
2012 when it takes off. But what’s interesting is when you 
start breaking down this data by geography, by developing 
economies. I took 10 top cities in terms of how many im-
ages were shared from 2011 to 2014, and we created a little 
graph that shows that you have a very nice mixture between 
what you could call the centers of the developed world, and 
then you have the developing world, which is catching up: 
first London, Tokyo, Istanbul, Jakarta, Mexico City, Manila, 
Bangkok, Buenos Aires, and then Los Angeles. (We exclud-
ed New York from the dataset, because why would we have 
to include New York, they get too much press anyway.)

My talk has basically been about how to study visual data 
without counting. We can use computer vision, we can use 
machine learning, but ultimately—and as many people have 
said at this conference—the human being is still much more 
intelligent; we can see patterns, we can see things in context. 
The goal of our work has been to create interfaces, methods, 
displays where we can present massive image collections 
before the human eyes, before the human brain, to allow you 
to see patterns, and then we can complement what you can 
see with more modeling and mathematical analysis.

Part of our work is not just creating an expert system or expert algorithms 
which only we can use, but democratizing it for people themselves 
to discover patterns in large image collections by using tools, 
which in this case combine media browsing and a kind of dashboard.
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In my work, I explore the potential of interactive environ-
ments at different scales, ranging from an intimate scale 
and the world of variables, to an architectural scale. As 
computing devices and tools have begun to populate our 
daily existence and become almost an inevitable part of 
our lives, it’s important to rethink the relationship between 
human beings and the spaces that we inhabit. If the en-
vironment can now detect our gestures, hear our words, 
sense our presence—and respond accordingly—then what 
would be the new narratives for how we interact with that 
environment?

In my work, I explore the potential of soft, interactive, shape-
changing materials and their relationship to the human body 
in order to understand how they might influence our per-
ception based on communication and bodily awareness. I 
do so through the development of a series of experiments, 

prototypes, and interventions. For instance, my project 
“Synapse” is a helmet that changes its shape in response 
to brain activity; and “Caress of the Gaze” is a garment that 
moves in response to an onlooker’s gaze.

I think it is very important to develop the framework for in-
teraction, which not only cares about what task has been 
done but also develops an empathetic relationship between 
the environment and users. I call this “embodied emotional 
interaction.” The aim is to foster stronger bonds between 
human beings and the world that we occupy.

The main inspiration in my work comes from nature, not 
just in terms of forms and their morphology, but also in re-
gard to other behaviors and intelligence in responding to 
both internal and external stimuli.

Behnaz Farahi | 
Video Intervention.
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Back in 2007 with PhotoSynth we were doing very clas-
sical computer vision, based on things like geometry, re-
constructing 3D spaces, and virtual reality. Nowadays, at 
Google, we are mostly working on deep neural networks 
and artificial intelligence (AI). In particular, the group that I 
run is working on AI or machine intelligence on cell phones 
and other such devices. We also work on computational 
neuroscience, on the relationship between some of these 
things and real brains, and on machine creativity. And fi-
nally, on social shaping of machine intelligence—and social 
shaping with machine intelligence—because in many ways 
these technologies are now a part of our society in ways 
that are influencing its course, our own programing, and 
society in very profound ways.

We are living in very interesting times, I would say uncom-
fortably exciting times. Of course we see a very dramatic 
and accelerating development of science and technology. 
We’re reverse-engineering our bodies and our minds in 
many ways. We’re seeing a time of expanding circles of 
empathy on the one hand; we’re now able to communicate 
and to relate to a broader range of people I think than ever 
before. We have greater understanding of human diver-
sity; sometimes identity politics can look silly, and some-
times it can look very profound. One way or the other, I 
feel like we’re understanding what it means to be human 
in ways that we haven’t before. We’re also seeing a mass 

migration of people into cities and out of the countryside 
and, even more so, a mass migration of wealth into cities. 
Rem Koolhaas has been very interested in the countryside 
for the past several years, and he has observed that the 
countryside has been undergoing a much more dramatic 
transformation in recent years than cities.

We are also seeing the acceleration of the narrative arc. 
Part of that narrative arc involves the climate crisis, the en-
vironment, and the non-sustainability of the way we live, 
and of refugees driven by the climate crises which we see 
has already begun: the civil war in Syria is climate medi-
ated—climate-driven in many ways—as have been many of 
the collapses and wars that we have already started to see 
happen. We’ve seen schisms begin to emerge in society, 
driven by inequality and by the collapse of old ways of life 
that are not sustainable any more in many respects. We’ve 
seen sexism and racism and xenophobia, and other kinds 
of phenomena that I think many of us assumed were on the 
way out, come back with a vengeance and be unmasked 
by some of those phenomena above. This has resulted in 
nationalism and the closing of borders and similar effects.
Uncomfortably exciting times, I would say. 

I would like to tell a few short stories. One of them is not 
mine but something that I stole from Rich Sutton, who is 
the father of reinforcement learning, which is one of the 

Blaise Agüera y Arcas | 
“The Better Angels 
of our Nature” (A.Lincoln)
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interesting and powerful forms of AI that has been part of 
some of the demos and technologies that we have seen at 
this conference. I will talk a little bit about computer science 
and neuroscience and the relationship between those two 
things, historically and today; I’ll briefly touch on machine 
creativity, as well as machine learning and fairness, because 
that topic has come up at this event in very interesting ways; 
and I’ll mention colonialism and paranoia as well.

Rich Sutton gave a talk called “Creating Human-level AI, 
How and When?” explaining his belief that we were very 
close to creating human-level AI in every sense, both gen-
eral and broad.1 

And what I found most interesting in his presentation was 
a slide which gives a sort of total theory of history in three 
chapters. According to Sutton, the first chapter is driven by 
physics, from the Big Bang up until shortly after the forma-
tion of the Earth. At that point, history, from our standpoint, 
was driven by physical processes. And then, starting not 
long after it was possible for life to exist on Earth, it was 
driven by replication, or biology. This was the dominant or-
ganizing force behind things. Whatever survived, whatever 
reproduced the best, went on and propagated and became 
the basis for the next developments. And then, as Sutton 
says, maybe 200 years ago we shifted into something he 
calls the age of design: a period during which the giant 
changes on the surface of the Earth, the giant changes 
in our history, have been driven by people making deci-
sions about how to pattern the world, and what to do with it. 
That’s very different from replicator thinking—where what-
ever manages to survive and propagate the best, survives. 

This business of the age of design is an important insight, 
and results in a speeding-up as well. A lot of the complica-
tions in our time today are about this overlapping of the age 

1  See https://futureoflife.org/data/PDF/rich_sutton.pdf.

of replicators and the age of design. Many of us are still 
behaving like replicators in some way, or not behaving in 
designed ways. And some of us, on the other hand, are be-
having in design ways, and thinking intentionally about what 
our future should be. The coexistence of the two things in 
the world at the same time is a little bit like trying to make 
the crossover from manually driven cars to self-driving cars; 
it will be great when they are all self-driving, it’s okay when 
there are humans driving cars, but when there are both hu-
mans and computers driving cars at the same time on the 
road, things get quite complicated. I think we’re now under-
going a collision of that kind, between Darwinian thinking 
and design thinking.

Let me refer briefly about brains, neuroscience, and com-
puter science. Ramón y Cajal was the first investigator who 
really looked at brains as anatomical structures in real de-
tail. He made sketches of neurons; he was the first scientist 
to observe that the brain is made out of discrete cells, and 
that it isn’t just a continuous network or mesh. There are 
analyses we can now do, using electric microscopy and 
very dense slicing of the brain, and you can see individual 
neurons and black spots that are the mitochondria inside 
individual cells in the brain. By tracing out those structures, 
through a dense slicing of the brain, we’re able to start to re-
construct the complete 3D structure of the insides of brains 
and observe the connection between every neuron. 

We can therefore start to figure out the details of how 
brains work morphologically. Neuroscientists, in the mean-
time, have been figuring out for quite some time how neu-
rons work functionally, and what is the basis of thinking. 
Electrophysiology developed throughout the entire twenti-
eth century, and again is accelerating now. In 1900, Ramón 
y Cajal made an anatomical drawing of the visual cortex—
the visual part of the brain—and in a research paper in 
1947 the great neuroscientists McCulloch and Pitts drew 
an analogous circuit diagram of visual cortex as it relates 

to that particular piece of tissue that Ramón y Cajal was 
drawing. And what McCulloch and Pitts were doing was 
trying to make a circuit diagram that would do what the 
visual cortex does, using electronic parts, essentially. They 
were modeling what neurons were doing as electronics. In 
their diagram there are pyramid shapes that are represen-
tations of essentially logic gates in their thinking. They are 
imagining that neurons are doing logical operations; in their 
earlier paper in 1943 they imagined that neurons were do-
ing AND/OR-like operations. That is how they were made 
a correspondence between Turing’s work—which was all 
about abstract computing—and what neurons in the brain 
might be doing. Their theory was completely wrong about 
how all this works. But I believe that their representations of 
pyramidal cells were the basis of the logic symbols we use 
nowadays in digital computing. 

We are living in very 
interesting times, 
I would say uncomfortably 
exciting times.
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The point is that this work was happening at exactly the 
same time as Alan Turing was inventing the origins of com-
puter science as we now know it, and his original report that 
proposed the Turing tape was called “intelligent machin-
ery” (1948). He imagined that he was laying out a blueprint 
for what it would mean for a machine to be able to think. 
And he had a number of different kinds of models for how 

that might work. Some of these were based on Boolean 
algebra and logic, and logic gates, and some were based 
on what he called “unorganized” machine architectures—
basically neural nets. So neural nets were also in Turing’s 
original paper.

After the time of Turing there was this bifurcation: architec-
tures based on logic became the dominant form, and they 
took over for many decades, while machines like Frank 
Rosenblatt’s Perceptron, which was modeled on the con-
nectivity between artificial neurons in order to do visual rec-
ognition, faded into the background. But then everything 
changed a few years ago. Neural networks have made a 
giant return in the past several years, driven by much great-
er computing power and bigger data, and also just due to 
graduate students being able to play with these kinds of 
models with data so that they can get the kinks out, and 
refine how they work.

We have, for example, a neural net that runs on a phone, in 
real time, identifying the species of a bird, based on a picture 
of it. We do such visual recognition tasks as a matter of course 
in our visual cortexes. But before neural nets really came back 
and attacked this problem, such a task was completely intrac-
table for computers; what was impossible for a computer to do 
a few years ago is now so commonplace that you can down-
load apps that will do it on your phone in real time. 

You can also run these kinds of networks in reverse. About 
18 months ago Alex Mordvintsev made a discovery in our 
lab in Zürich, and stimulated neural nets in reverse, produc-
ing abstract representations of different animals, and effec-
tively “hallucinating” images of those animals. You’re going 
from the representation back to the pixels, rather than the 
other way round. This kind of architecture turns out to be 
comparable to a motor: if you feed current in one end then, 
it turns; if you turn it, it feeds electricity out of the other end. 

A motor and generator as one. This was the origin of Deep 
Dream, which created a lot of images that went viral. It’s a 
map of the semantics of one of those neural networks that 
recognizes all manner of different animals and things, and 
it forms a space of concepts in which all the animals end 
up clustered together. We hallucinated that into a map to 
give you a visual representation of what those animals look 
like. You can also start with ordinary images, and halluci-
nate into them with different kinds of categories; or with a 
network that we’ve trained to recognize faces. 

You can also play these tricks with texts. One of our col-
laborating artists, Ross Goodwin, did some experiments in 
which he used a camera and ran ImageNet on it and got 
the contents of the image and fed that into a neural network 
that would hallucinate poetry:

A man is standing in front of a large building.
All strange and more fair, and the sun is still and his 
speech and all the storms are to be washed in the sea.
The time was half past ten o’clock in the evening
and left the house.
The moon was like a river of milk and stars and nights.
We saw the sun begin to come back and still
there was a star
So distant 
[…] 

It is trained in a large corpus of twentieth-century poetry, 
and out comes reams of poetry from a thermal printer. It 
was a provocative thing, because of the throwaway na-
ture of this thermal-printed, mass-produced poetry, based 
on arbitrary visual stimuli. It raises some interesting ques-
tions about what art could or couldn’t look like in a world 
where you can push a button and generate such things. 
Perception and synthesis are not everything: there is no 
reasoning here, there is no consciousness, there is no 

I think we’re now undergoing 
a collision of that kind, 
between Darwinian thinking 
and design thinking.
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broad artificial intelligence. However, there’s already a lot 
here and the rate of progress is very fast. These archi-
tectures are also brain-like, and we have good reason to 
believe those brain-like architectures—as we continue to 
develop them—will get us at some point to a state where 
the various other kinds of things that our brains can do, 
we also will be able to do with machines. That has led 
some people to be anxious.

I think some of that anxiety is parallel to the anxiety that 
Walter Benjamin wrote about back in the early-to-mid twen-
tieth century about art and authenticity, and about the value 

created in art; in this case, that anxiety was triggered by the 
fact that mass media had made it possible for art to be re-
produced endlessly. And that threw into question the idea 
of the original, of the authentic and, for that matter, the eco-
nomic idea of art as being something with aura that gave one 
status. What is the original of a Studio Ghibli film? It doesn’t 
matter. We can all see it, it’s all the original. Benjamin wrote 
The Work of Art in the Age of Mechanical Reproduction, 
(which in a new translation is called The Work of Art in the 
Age of its Technological Reproducibility, which I think is an 
even better term), and in a way what we are seeing now is 
not only the democratization of the reproduction of art but 

also of the production of the art, in other words the means 
of the production of the art—which I wonder what Benjamin 
would have made of, given what a Marxist he was.

This doesn’t give me anxiety, personally. I am more of the 
opinion that Stelarc, the Australian performance artist, ex-
pressed in 2000 in this interview. He said “[for me] the body 
has always been a prosthetic body. Ever since we evolved 
as hominids and developed bipedal locomotion, two limbs 
became manipulators. We have become creatures that 
construct tools, artifacts and machines. We’ve always aug-
mented by our instruments, our technologies. Technology 
is what constructs our humanity; the trajectory of technol-
ogy is what has propelled human developments. I’ve never 
seen the body as purely biological, so to consider technolo-
gy as a kind of alien other that happens upon us at the end 
of the millennium is rather simplistic.” A lot of the paranoia 
comes from this idea of the technology and the AI and so 
as this alien other, when that couldn’t be further from the 
case. All of these things are part of us. The training data 
are ours, the society in which they operate are ours, the 
people that built them are us, and even when those things 
do achieve many of these higher mental states, or are able 
to do things that we once thought were purely the province 
of biological humans, it’s all part of humanity. And to the 

Perception and synthesis 
are not everything: 
there is no reasoning here, 
there is no consciousness, 
there is no broad AI. 
However, there’s already a lot 
here and the rate of progress 
is very fast.
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extent that things go wrong, I think that those things that are 
going wrong are in us, and not somehow foreign or other. 
We are the thing that should worry us in a variety of ways. 

We’ve talked a lot about the problem of infusing human val-
ues into machines. I don’t think that that is the main prob-
lem. I think the problem is the human values as they stand 
don’t cut it—they’re not good enough. Xiaolin Wu and Xi 
Zhang published and put on archive a paper in November 
2016 called “Automated Inference on Criminality Using 
Face Images.” The idea behind this paper is that the re-
searchers claim that they are “the first to study automated 
face-induced inference on criminality, free of any biases of 
subjective judgments of human observers.” Specifically, 
they took a couple of thousand pictures of faces from 
government ID photos (not mugshots, but driving license 

pictures of Chinese people); 700 of those 2000 or so were 
convicted criminals. The other ones were a control popula-
tion. They claimed that with 90 percent accuracy a deep 
neural net—of exactly the same kind that I’ve been showing 
you making art and so on—can predict whether that face 
belongs to a criminal or non-criminal. It’s not superhuman 
either, since we as humans can make the same distinction 
and have exactly the same “beliefs” that the neural net was 
able to get at. 

Lest you think this is pure theory, there is an Israeli startup 
called Faceception—I don’t know whether the technology 
they are using is deep learning or something more classi-
cal—that has actually made such a face-profiling technol-
ogy and are marketing it. They claim that they can, with very 
high confidence, recognize people with high IQs, academic 

researchers, professional poker players, terrorists, and pe-
dophiles based on the face alone. Incidentally, Homeland 
Security is apparently one of their main customers. This re-
minds me a little bit of the Nazi race scientists of the 1930s 
who measured people’s noses in order to determine wheth-
er they were criminal Jews or not. And in fact, things like the 
nose angle and lip angle are examples of specific features 
that those Chinese researchers identified and that this algo-
rithm was finding, in this “impartial, objective, non-human 
mediated way,” as predictors of criminality.

It turns out there’s a large body of social science research 
that gives us some insight into what might be going on 
here. There might be other scientific problems in the Wu 
and Zhang paper, but I do believe their algorithm is pick-
ing up on something real. We have a pretty good reasons 
to believe that that “something real” is what Alex Todorov 
at Princeton and colleagues have called the “trustworthy 
face.” If you give a lot of subjects a vignette about the ac-
tions of a hypothetical CEO, and are shown a little mug-
shot before this whole 10-minute story about what they did, 
which either has a picture of someone with a trustworthy 
face, or an untrustworthy face, then people’s judgments 
about whether what the CEO did was good or bad are very 
strongly influenced by the little mugshot that they saw at 
the beginning. In other words there is a very powerful hu-
man bias toward trusting people, believing people, giving 
people the benefit of the doubt to those who have faces 
that look more like the ‘trustworthy face.’ Why that might 
be? What are the reasons? One obvious one is that there 
is an overgeneralization of expression. There has been psy-
chological work on what is colloquially called “resting bitch 
face” in the past several years. There are people whose neu-
tral expression falls in one spot or another on the smiling-
to-frowning-to-aggressive-to-happy spectrum. So wherever 
your face naturally falls—if that’s the first thing that some-
one sees—then people going to tend to overgeneralize that 
emotional impression and make some assumptions about 
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you. Pictures of people whose lips are going down a little 
bit look as if they’re frowning, and the ones on whose lips 
are flat or are going up a little bit look as if they’re smiling.

This is not a new thing: Giambattista della Porta was do-
ing such physiognomic studies of different sorts of faces 
that you associated with piggish behavior for example, in the 
1500s; Cesare Lombroso, father of criminology, believed 
that the face expressed things about the innate character 
of people. We saw things like this in the nineteenth century 
and early-twentieth centuries, which mixed scientific racism 
and physiognomy in a variety of horribly offensive ways. Of 
course, the reality is that we are all basically orangutans, and 
it’s some of these orangutan or monkey-ish qualities that are 
leading to these very superficial judgments that we all make. 

Charles Darwin, who was very progressive for his time 
(progressive in that he didn’t believe, for example, that 
black people and white people evolved separately but that 
they are a part of the same lineage) said: “Man bears in 
his bodily structure clear traces of his descent from some 
lower form […] nor is the difference slight in moral dispo-
sition between a barbarian, such as the man described 
by the old navigator Byron, who dashed his child on the 
rocks for dropping a basket of sea-urchins, and a Howard 
or Clarkson; and in intellect, between a savage who uses 
hardly any abstract terms, and a Newton or Shakespeare. 
Differences of this kind between the highest men of the 
highest races and the lowest savages, are connected by 
the finest gradations.” So he makes it very clear that he is 
talking about a spectrum of humanity, with monkeys on 

one side, and black people and white people and eventu-
ally English intellectual men like Howard and Clarkson and 
Newton and Shakespeare at the other end. What’s interest-
ing about that is that Charles Darwin was an Englishman, 
and so this more than anything else I think reveals the very 
simple idea of homophily—of favoring people who are like 
you—and that’s been the basis of a great deal of scientific 
racism and other biases. 

I think the Wu and Zhang paper’s actual finding is that it’s 
investigating bias in Chinese judges. We have talked about 
how machine learning can be a very powerful engine for 
investigating human bias, and I believe that’s exactly what 
Wu and Zhang ended up measuring. Except that they mis-
interpreted their results, and went straight to “well, if they’re 
convicted criminals then this must be a shortcut.” That 
mechanism for laundering human bias through machine 
learning is incredibly pernicious: if we do that, if we create 
a feedback loop where we believe we are removing all this 
bad human subjectivity from the thing, all we are doing is 
creating a centrifuge for it that intensifies it further and am-
plifies its effects through time.

As has been discussed previously at this VOR event, we are 
faced with a great moral project to try to figure out what our 
values ought to be, not to try and infuse our values as they 
exist into machines. And I will say that I have a number of 
real beefs with Nick Bostrom’s book which this conference 
is named after. One of them is its paranoia. “Only the para-
noid survive” is a phrase famously attributed to Andy Grove, 
the CEO and one of the founders of the Intel. The rest of the 
quote is: “[Business] success contains the seeds of its own 
destruction. Success breeds complacency. Complacency 

I think that those things that are going wrong are in us, 
and not somehow foreign or other. 
We are the thing that should worry us in a variety of ways.
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breeds failure.” If you’re the silverback of the tribe, if you’re in 
a hierarchical system and you’re the male, and you’ve got to 
the top, then I guess paranoia is the appropriate response, 
because there is nowhere to go but down in such a hierar-
chy. And, curiously, such paranoia goes hand-in-hand with 
domination, with hierarchy. Bostrom’s book has a section 
called “How big is the cosmic endowment?” in which he 
says: “Consider a technologically mature civilization capable 
of building sophisticated von Neumann probes […] If these 
can travel at 50% the speed of light they can reach 6 x 1018 
stars before the cosmic expansion puts further acquisitions 
forever out of reach. At 99% of c [the speed of light], they 
could reach some 2 x 1020 stars […]” Basically if we simu-
late all of the humans possible, then “many more orders of 
magnitude of human-like beings could exist […] and 1058 
human lives could be created in emulation.” And the reason 
he is going off on this whole thing is to make clear to us how 
much we will be passing up if we exterminate ourselves: 
1058 human lives. All that is required is that we reshape the 
entire universe into simulations of people. It’s the greatest 
(theoretically maximal) colonialism, in my view. 

This idea of Man’s domination of nature has very old lin-
eage. You will hear echoes of things, like an American impe-
rialism and colonialism; the Mexican Cession; like the idea 
of Manifest Destiny—that it was destined for Europeans to 
populate all of the Americas from coast-to-coast. Check this 
out: “I am come in very truth, leading Nature to you with 
all her children, to bind her to your service and to make 
her your slave. So may I succeed in my only earthly wish, 
namely to stretch the deplorably narrow limits of man’s do-
minion over the Universe to their promised bounds.” That is 
Sir Francis Bacon in his book, The Masculine Birth of Time, 
or The Great Restoration of the Dominion of Man over the 
Universe (1603). This is Darwinian thinking. This is replica-
tor thinking. This is the enemy. And this is human nature, in 
part. We are an amalgam of this replicator being, and this 
sublime, intellectual, planful, designful, imaginative being 
layered on top of that. Somehow our grand challenge is to 
take those higher things and infuse our technologies and 
our feedback loops with those kinds of values. That’s the 
challenge, and that’s the risk. 

As has been discussed previously at this VOR event, 
we are faced with a great moral project to try to figure out 
what our values ought to be, not to try and infuse our values 
as they exist into machines. 
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“We are still trying to get to the place where the machine 
adapts to us; yet we are still adapting to it.”
Wendy Johansson

“Advances have been made to surface content that is 
relevant to people, but it comes with the inherent risk of 
then isolating them.”
Jean Pierre Kloppers

“Behind the scenes, people are doing artificial AI: crowd-
sourcing. We let the competency of the machine acceler-
ate, while at the same time we as humans can do practical 
things that are easier.” 
Chris Chafe

“The AIs that are working better for us are the ones where 
there is good data, or time has been taken to prepare for 
humans to manually annotate the data or prepare it.” 
Mark Riedl

Session I
Artificial Intelligence: Challenges and Opportunities, Successes and Dangers 

“Most successful AIs have humans in the loop to take a fi-
nal decision, or can step in to take control.” 
Mark Riedl

“AI is like a black box: if we don’t understand how computa-
tion is being done, how much can we trust AI? […] We only 
know if a computer is making a mistake after the event.” 
Mark Riedl

“The danger is when AI stops humans from thinking for 
themselves. We are incredibly good at thinking broadly and 
specifically. When we stop asking why, we have lost. Our 
responsibility as people is to move humanity forwards, by 
taking the inputs that we get. And we can do that better 
because of AI, by understanding more broadly things that 
ordinarily we wouldn’t have been able to understand, as we 
can’t synthesize that vast amount of data in our heads. But 
what we can do is synthesize the outputs and then ask the 
question: What do we need to do as a result of understand-
ing what this machine has just helped us understand?” 
Jean Pierre Kloppers

Roundtable 
Discussions | Highlights
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“Technology can either be used to indoctrinate with a par-
ticular point of view, or to catalyze critical awareness and let 
people reveal their own views.” 
D. Fox Harrell

“Our cultural interactions online are already mediated by 
AI […] Do we want to live in a society where decisions are 
made by black boxes?” 
Lev Manovich

“I wouldn’t like to relegate technology strictly to the domain 
of an elite culture, or to a culture adopted or celebrated by 
the elite, even if that’s not its origins.” 
D. Fox Harrell

“How do we start to agree on common values in an environ-
ment where we are being more pulled apart by a reinforcing 
filter bubble?” 
Blaise Agüera y Arcas

“There is danger on both sides: cultural hegemony versus 
everyone falling into their own rabbit hole.” 
Brian Christian

“I like filter bubbles: I don’t want to be in a community of 
idiots, I want to be in a community with people who I want 
to talk to around the world.” 
Lev Manovich

“In terms of personalization of news feeds, we are given the 
liberty to choose our own values in terms of which stories 
we like—if I see what Trump is going to do next, I have the 
ability to ignore it, like it, or dislike it. But we are all forced to 
play the same game, as there’s an underlying implicit value 
system embodied in the product itself. And so in some ways 
we get to choose the values of the content we are interact-
ing with, but not the values of the system itself.” 
Brian Christian

Session II
Technology and its Effect on Culture, Identity and Common Values 
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